
13

BOND: Exploring Hidden Bottleneck Nodes in Large-scale

Wireless Sensor Networks

QIANG MA, Tsinghua University, China

ZHICHAO CAO, Michigan State University, USA

WEI GONG, University of Science and Technology of China, China

XIAOLONG ZHENG, Beijing University of Posts and Telecommunications, China

In a large-scale wireless sensor network, hundreds and thousands of sensors sample and forward data back to

the sink periodically. In two real outdoor deployments GreenOrbs and CitySee, we observe that some bottle-

neck nodes strongly impact other nodes’ data collection and thus degrade the whole network performance.

To figure out the importance of a node in the process of data collection, system manager is required to un-

derstand interactive behaviors among the parent and child nodes. So we present a management tool BOND

(BOttleneck Node Detector), which explains the concept of Node Dependence to characterize how much a

node relies on each of its parent nodes, and also models the routing process as a Hidden Markov Model and

then uses a machine learning approach to learn the state transition probabilities in this model. Moreover,

BOND can predict the network dataflow if some nodes are added or removed to avoid data loss and flow

congestion in network redeployment. We implement BOND on real hardware and deploy it in an outdoor

network system. The extensive experiments show that Node Dependence indeed help to explore the hidden

bottleneck nodes in the network, and BOND infers the Node Dependence with an average accuracy of more

than 85%.
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1 INTRODUCTION

Wireless sensor networks (WSNs) have been applied in a large variety of application domains, from
environment monitoring [1, 2], scientific observation [3], and habitat tracing [4] to emergency de-
tection [5], field surveillance [6], infrastructure protection [7], and so on. In those applications,
hundreds and thousands of sensors are deployed in the target area, so as to sample and send the
sensing data back to the sink in a multi-hop manner. In this kind of network architecture, most of
sensors are required to forward the data for those far from the sink. That is, in case these relay
nodes crash or deplete their energy, the network could be separated, and the sink can hardly re-
trieve any data from some nodes far from it. Inspired by two ongoing large-scale WSNs, GreenOrbs
and CitySee, understanding and exploring the hidden bottleneck nodes is of great importance for
network management. For instance, when network partitioning happens, it is urgent for the net-
work manager to track the dataflow in the isolated region and figure out where the packets are
lost. In practice, however, the required network information for fault diagnosis can be hardly re-
trieved from a disconnected area. Moreover, many applications such as emergency detection and
infrastructure protection usually require quick recover from data loss.

In this work, we present BOND, a framework that uses online measurements of network per-
formance to infer the hidden bottleneck nodes that are most likely to cause network partitioning.
Overall, BOND employs a methodology comprising three procedures: (i) Measurement Collection,
which gathers reports from each node consisting of passive measurements; (ii) Inference, which
infers the dependence between a node and its parent nodes with the reported measurements—by
considering all the nodes and their routing performance, BOND explores the most likely bottleneck
nodes in the network; and (iii) Prediction, which utilizes the inferred results to predict how adding
or removing the sensors in the current network will impact the dataflow and collection ratio.

Particularly, we design the concept of Node Dependence to characterize the routing dependence
between a given node and its parent nodes. In our experience of managing two real deployed
WSNs, to understand and calculate Node Dependence is non-trivial. The main challenges are three-
fold. First, routing performance varies with different routing strategies even in the same network.
Different routing protocols are designed based on different metrics. For instance, to estimate a
link’s quality, Gnawali et al. [8] exploits expected transmission cost as the main metric in CTP,
while [9] claims that node energy should be selected as the routing metric due to that energy in-
efficiencies would shorten the lifetime of the network. Second, routing performance is influenced
by many system factors, including network topology, network density, channel interference, even
some unknown environmental conditions. Third, proactive retrieval of large amounts of informa-
tion from the nodes may greatly impact the routing performance, thus deteriorate the back-end
inference. Therefore, to avoid generating coupling effect with original application, the inference
tool should inject as little traffic as possible.

We present a universal approach to calculate Node Dependence for all network configurations.
We model the routing process as a Hidden Markov Model (HMM). For a given node, its collected
packets are modeled as a state vector. Each state refers to the parent node that forwards the cor-
responding packet. Therefore, if two consecutive states are different, the node changes its parent.
In this Markov model, the state transition probability represents the transition probability from
one parent node to another. We claim that, if a node A strongly relies on one of its parents B for
routing, then the probability for A to change its parent from B to others should be small, while the
probability for A to change its parent from others to B should be large. Different with pure traffic
analysis, Node Dependence is calculated based on state transition probabilities. To train this transi-
tion matrix and obtain the optimal approximation, we collect light-weight information passively
from each node. After analyzing the dependence distribution for all the nodes, we can explore
the hidden bottleneck nodes. In other words, once the network separates, it is most likely that
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Fig. 1. An overlook on GreenOrbs (left figure) and CitySee (right figure) deployment. The blue circles locate

the single sink in two networks. The orange areas represent the disconnected areas due to some bottleneck

nodes crashed.

some failures happen on these nodes, which should be carefully examined by the managers. With
the state transition probabilities, network managers can also predict how the dataflow changes if
some nodes are assumed to be added or removed in the network, which significantly improves the
efficiency of redeployment.

The rest of this article is structured as follows. Section 2 describes the motivation from two
large-scale outdoor systems. We define Node Dependence and present the framework of BOND in
Section 3. Section 4 explains a technique to calculate the Node Dependence graph for each node
and combines the results to figure out the hidden bottleneck nodes. A flow prediction tool based
on Node Dependence is described in Section 5. Section 6 shows performance evaluation from a real
outdoor deployment. Finally, Section 7 summarizes the related work, and Section 8 concludes the
article.

2 MOTIVATION

This work is motivated from two ongoing WSN projects GreenOrbs and CitySee. GreenOrbs is a
consistently operating sensor network system deployed for forest monitoring. Figure 1 plots the
real topology. With up to 330 sensors in the wild, GreenOrbs provides an platform for observing
sensor network behaviors at scale. During the deployment, we observed that the sink always failed
to retrieve the packets from some parts of the network. For instance, 23.5% of nodes suddenly
stopped sending their packets back. To troubleshoot the root cause, we expected to sample some
diagnosis information from this area. Unfortunately, as the same as data packets, no more than
10% of diagnosis packets could be collected. Moreover, it also proves difficult for the managers to
keep sniffers overhearing and tracking dataflow in such surroundings. Finally, the network was
recovered after we rebooted five nearby nodes, which located by the river, and played a key role
of bridge to forward most of the dataflow from the disconnected area.

An urban carbon dioxide sensing project, CitySee, was deployed for carbon emissions monitor-
ing. Figure 1 shows a part of the CitySee system with 494 sensors. CitySee totally deploys 1,196
nodes. To avoid making a node become the only routing option for some others, we carefully de-
signed the node deployment according to the real road conditions. For instance, we put enough
nodes at the crossings to relay possible much dataflow. We also considered the link quality in ad-
dition to network topology. In the surroundings with many trees or buildings, we properly added
some relay nodes to mitigate the effect of signal barrier and multi-path. Unfortunately, CitySee
also experienced periodical data loss in 20% of deployed areas, and the network was recovered
soon after we figured out the critical nodes and rebooted them.

In fact, during the operation and maintenance of two large-scale sensor networks, GreenOrbs
and CitySee, the above-mentioned network partitioning phenomenon occurs from time to time
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Fig. 2. Packet Reception Ratio in Greenorbs. Fig. 3. Packet Reception Ratio in CitySee.

(as shown in Figure 2 and Figure 3). We have made many rounds of analysis, improvement and
optimization from the physical layer, MAC layer, network layer to application layer. From the
perspective of the source of the failure, we believe that there are several possibilities:

• Physical layer. During the operation and maintenance of the network, we found that many
deployment nodes have disappeared into the network topology. Some of the nodes are
stolen, some are due to battery exhaustion, and a small part are due to hardware failures
and cannot work.

• MAC layer. In our design, the performance of each node in the MAC layer will be recorded
in the status packet and transmitted back to the data center. We found that the node’s per-
formance at the MAC layer is also unstable, and there is often a phenomenon of channel
interference and preemption, which causes the node to wait for a long time, which in turn
leads to a series of problems such as low link quality evaluation. In addition, there will be
problems with hidden terminal and exposed terminal that cannot be observed in real time.

• Network layer. Through experiments, it is found that optimizing the transmission protocol
at the network layer is the most obvious way to improve network performance. We observe
multiple status parameters in real time at the network layer, such as the number of parent
node changes, the number of retransmissions, the number of routing loop generations, and
so on. Unexpectedly, even if the monitoring data remains good, there will still be nodes in
the network that cannot pass the data back to the data center through the designated parent
node according to the protocol. The analysis of the network layer will also be explained in
the next chapter.

• Application layer. As mentioned above, due to various factors such as the environment,
the actual deployment plan will indeed seriously affect the performance of the network.
From our experiments, we also found that the scale of the network will also lead to major
failures such as network partitioning. The main reason is that the increase in the amount of
network data will cause an exponential increase in the amount of network forwarding, and
problems such as channel preemption and network asynchronization will also become more
serious. The back-off mechanism applicable in small networks cannot be used in large-scale
networks, resulting in interference at all levels of protocols.

The above are the root causes of failures that we have summarized from experiments and ex-
perience, and all these root causes will increase the instability of the network layer. From the
dataflow analysis, the data starts at the source node and ends at the root node. Any data packets
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Fig. 4. Performance of PRR, Backoff, Delay in Multi-channel scenarios.

that cannot be collected must be stuck at a node in the middle. For various reasons, these nodes
have accumulated a large number of data packets, but they cannot be forwarded through the es-
tablished protocol of the network, resulting in a network partitioning. We define such nodes as
Hidden Bottlenecks in the network.

Our research hypothesis is derived from practical applications. In fact, the single-channel re-
search theory can be used repeatedly in multi-channel applications. Regardless of the type of sen-
sor network, packet path recording is a great challenge, and node dependency can be an important
indicator for judging network bottlenecks.Our application and research are in the scenario of sin-
gle channel transmission. There are two main reasons:

• Application limitations. Taking CitySee as an example, we have deployed 1,196 fully con-
nected wireless sensor networks in the city. In the process of deployment, we found that
there are very few channels that can be used, because there is a lot of interference in the
2.4G band.

• After long-term deployment operation and maintenance experience, we found that multi-
channel-based transmission protocols are not suitable for large-scale wireless sensor net-
works. As shown in Figure 4, if it is a sub-aware network that does not interfere with each
other, to ensure the strong connectivity and robustness of the self-organizing network,
it will greatly increase the deployment cost; otherwise, the network needs to frequently
switch channels for communication, which will destroy the low power consumption of the
node itself. The working mechanism will also cause a lot of communication to be untimely.
It becomes more often for the nodes to accumulate a large amount of forwarded data, caus-
ing queues to overflow and actively drop packets.

So far, we realized that, to correctly identify which nodes are hidden bottlenecks to the network,
it is quite necessary for the managers to analyze the routing performance at network layer. We
sought to apply the state-of-the-art approaches in References [1, 10], which simply define the nodes
carrying much traffic flow as the network bottlenecks. In our experiments, however, even if these
nodes are removed, the network still runs well. As these nodes are mainly enforced to forward
data by the protocols, which means they are usually selected as the first choice, but not always
the only one. Instead, we quantize the dependence among the nodes based on the measurement
of parent change events to describe how a node performs when one or more of its parents are

ACM Transactions on Sensor Networks, Vol. 17, No. 2, Article 13. Publication date: March 2021.



13:6 Q. Ma et al.

Fig. 5. The varying frequency of parent change over time. We draw the node locations according to the real

deployment. Each bar value represents the number of parent change in one hour for each node.

Fig. 6. The distribution of self-generated flow and total transmissions. In left figure, it shows that each

node samples the same amount of packets in the network. The right figure plots the number of forward

transmissions for all nodes, and only some of them carry most of the network flow.

unavailable. Specifically, we expect to design a universal approach, which is able to explore the
hidden bottleneck nodes under any network configuration, so as to accurately guide the managers
to recover the network in case some parts of data are lost.

3 SYSTEM FRAMEWORK

According to deployment experiences, we have two basic observations. First, the network rout-
ing performance varies over time. Usually, as shown in Figure 5, nodes frequently change their
parent nodes in the warm-up stage of routing protocol. After the routing map becomes stable, a
node chooses its parent in a relative fixed routing table. In addition, although each node samples
the same amount of packets in the network, as shown in Figure 6(a), only a few nodes are always
required to forward others’ packets in the collection process as shown in Figure 6(b). Second,
the sensors are regarded as error-prone and subject to component faults, performance degrada-
tions and even major system failures in real world deployments [10–12]. Moreover, a single node’s
failure may cause a large amount of packet loss. The main object of BOND is to provide a univer-
sal approach to detect the hidden bottleneck nodes, under whatever system settings and routing
protocols.

3.1 The Node Dependence: How Much a Node Relies on Its Parent for Routing

In this section, we introduce a novel metric Node Dependence, which is used to quantize how much
a node relies on its parent for routing. Regularly, a node is supposed to change its parent for the
next packet when the current parent is unavailable. Nevertheless, if this packet still cannot be sent
through other parents, then the sender could keep waiting for the original parent until it is able
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Fig. 7. The impact of topology. (a): Node E changes the routing map, and carries overmuch flow. (b): Node

E ′ shares some flow with node E.

to work. For a node that drains its energy very fast due to node-level congestion, it is bottleneck
if and only if its energy depletion will cause a lot of nodes disconnected. Otherwise, another node
will be selected as the relay node to forward the data. This reminds us to calculate the probability
for a node to change its parent from one to another. Specifically, if a node strongly relies on one
parent, then the probability for this node to change routing path from this parent to others should
be relatively small, while large in reverse.

We estimate parent transition probabilities for each node, and then calculate its local Node De-

pendence graph, finally identify the critical nodes. Node Dependence is inferred based on the mea-
surements at network layer, therefore it is determined by the routing performance. Actually, the
routing performance is influenced by many system factors, such as network topology, routing pro-
tocol, link quality and so on. Therefore, if we conduct the inference only by exploring the node
relationships in network topology, as mentioned in Section 2, the analysis must be lack of consid-
ering the link quality, routing protocols, and so on. Here are two examples happened to explain
the impact of network topology, routing protocol and link quality to routing performance.

The impact of network topology. Let us consider a simple network topology depicted in
Figure 7(a). Before node E is deployed in the network, node A has only one parent A′, that is, all
the data packets from A must be forwarded by A′. As a result, A must totally rely on A′. It is the
same relationship for the other three pairs, B and B′,C andC ′, and D and D ′ (the blue dotted lines).
After node E is put among the nodes, the routing map changes. Node E shares Node Dependence

with A′, B′, C ′, and D ′. From the angle of node A, it has one more choice to send out its packets.
Moreover, even if node A′ crashes, the data packet can be retrieved at the sink through E and any
of B′, C ′, D ′.

Nevertheless, under some certain routing protocols, all of {A,B,C,D} regard node E as the best
parent, thus most of dataflow from {A,B,C,D} will go through E, which may cause unexpected
transmission delay. This phenomenon should be eliminated, so as to avoid unnecessary flow con-
gestion and improve the network throughput. Using the graph of Node Dependence, we are able to
show that node E really plays a critical role in data collection, hence we can redeploy the network
as described in Figure 7(b), where node E ′ shares the dataflow from C and D.

The impact of routing protocol and link quality. In Figure 8(a), node D is the parent of
A and B, while node E is the parent of B and C . We assume that A and C have the same data
rate. In energy-based protocol, to balance the residual energy of D and E, node B must distribute
its dataflow in average to both of its parents. However, it performs totally different in such link
quality based protocols, like CTP. Assume that the quality of link (B,D) and (D, Sink ) are much
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Fig. 8. The impact of protocol. (a) In quality-based protocol, node B relies on D more than E. (b) A latent risk

of flow congestion at D.

better than that of (B,E) and (E, Sink ). Then node B must rely on D for routing more than E. If
we consider a large set of nodes {B1,B2, . . . ,Bn } instead of node B, as shown in Figure 8(b), then
there is still a latent risk of flow congestion at D. Moreover, once node D crashes, E is unable to
forward packets from {B1,B2, . . . ,Bn ,C} because of bad link quality.

3.2 The Measurements

To calculate the local graph of Node Dependence for each sensor node, BOND requires to collect
related information from the network. There is a tradeoff between the amount of information and
the estimation accuracy of Node Dependence. If it includes complete path traces for each packet, as
well as the exact record for each parent change event, then the manager could use these reports
to construct a global graph, which clearly identifies what the dataflow distribution is and when
parent change occurs. Similarly to Heisenbug, however, proactive retrieval of a large amounts of
information in a large-scale network incurs huge transmission overhead, which may change the
real dataflow in the application, thus impacting the back-end analysis [11, 13]. For instance, the
traces collected in Reference [10] totally satisfy our requirements, therein each sensor node is
required to periodically send a diagnosis report including the connectivity metrics, flow metrics
and node metrics, about 80 bytes data.

3.2.1 Path Record. In contrast to such solutions that force each node to report a large amount
of information periodically, we collect light-weight data passively from the nodes, by embedding
the information into the application packets. To compute the distribution of Node Dependence for
each node, say,v , we expect to know the exact parent node of each packet transmitted byv , but not
only the packets generated byv . It is because for most of nodes in the network, they forward much
more data for its children than itself, thus our inference may lose its generality if we only consider
the minority dataflow. In practice, however, it incurs huge overhead if we record each forwarding
nodes in the path, since a 20-hop path needs at least 40 bytes for a large-scale network. To address
this issue, bloom filter is leveraged in BOND to record packet path.

3.2.2 Bloom Filter. A space-efficient probabilistic data structure and always be used to examine
whether an element exists in a set or not. A bloom filter is a bit array ofm bits, originally all set to
0. Define k distinct hash functions, each of which maps the elements to one of the m positions in
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Fig. 9. An example of bloom filter.

the array with a uniform random distribution. When an element is inserted into bloom filter, we
feed it to those k hash functions and obtain k array positions, and set the bits at these positions to
1. To query for an element, first get k positions by feeding it to k hash functions, then check the
bits at those positions. If any of the bits are 0, then the element must not be in the set. Otherwise,
either the element is in the set, or the bits have been set to 1 when other elements are inserted,
resulting in a false positive.

Figure 9 shows an example of bloom filter, in which m = 12 and k = 3. Elements x, y, and z are
inserted into the bloom filter, while element u and v are not in the set. The colored arrows show
the corresponding positions in the bit array. When we check any of {x ,y, z}, the hashed bits are
all set 1, and we say that they are in the set. To check u, we find that it hashes to one position
containing 0, therefore we say that u is not in the set. It is noted that, however, false positives are
possible. When we check v, the hashed positions are also occupied byH1 (x ),H1 (y) andH3 (x ), then
we make a mistake and say that v is also in the set.

In BOND, we put a 32-bit bloom filter, i.e., 4 bytes data into each packet, which is used to record
the relay nodes in the path. In general, each application packet already contains the source node
ID, therefore we start from the first relay node to the sink in the path. For instance, in Figure 8(a),
all the packets generated by node A must piggyback a bit array containing H (D) and H (Sink ),
where H denotes the set of hash functions. To node B, the bit arrays in its packets either includes
H (D) and H (Sink ), or H (E) and H (Sink ), respectively represent two possible paths to the sink.

4 THE INFERENCE TOOL

As mentioned previously, before computing the Node Dependence graph for each node, we need
to estimate parent transition probabilities based on collected traces. A HMM [14] is a statistical
Markov model in which the system being modeled as a Markov chain with unknown parameters,
where the states of the Markov chain are not directly visible. HMM is especially known for their
applications in temporal pattern recognition such as speech, handwriting recognition, musical
score following, part-of-speech tagging, and partial discharges. In this work, we use HMM for
inferring the parent transition probabilities.
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4.1 Network Model

We consider a single-channel wireless sensor network, and abstract it as a connected directed
graphG = {V ,E}, where the verticesV represent N sensors and the edges E represent a link among
the nodes. The existence of a directed link (i, j ) ∈ E means that node j has forwarded node i’s
packets, i.e., node j is one of node i’s parents. Note that, the sink has no outgoing edges, and
there may exist loops in the graph, which means that the relationship of parent and child forms
a loop within some nodes. We define the parent set of node i as Vp (i ) = {Pi j |(i, j ) ∈ E}. In real
implementation, Vp (i ) is defined like the routing table maintained by node i . When node i has a
packet to send, it chooses the best parent in current routing table according to the built-in routing
protocol. In practice, the routing table’s size is usually limited by an upper bound, e.g., 10 in most
applications. In this model we do not limit the size of Vp (i ), that is, all the parent–child pairs
occur during the observation period are considered. We assume that this logical topology of the
graph with respect to E is known to our inference tool, which can be achieved by passive online
estimations [1]. In addition, every nodev maintains a 2-byte counter F (v ) to record its total traffic
during the measurement period, and piggyback it in the application packets.

4.2 Formal Specification and Learning

Overall, for each node v , we model its packet transmissions as a Markov chain. Suppose v has
L packets to transmit, and Vp (v ) = {Pv1, Pv2, . . . Pv N }, that is, v has N parent choices for each
transmission. An event of parent change from Pvi to Pv j is described like: for packet s , node v
chooses Pvi as the parent. Whenv intends to transmit packet s + 1, the routing parameter changes,
then v changes its parent from Pvi to Pv j according to current network conditions. That is also
why we can model these processes as a Markov chain of length L. Each state represents a possible
parent node. Therefore, the state transition probabilities refer to the parent transition probabilities.
As mentioned in Section 3.2.1, we cannot directly observe which parent node is chosen for each
packet. In this Markov model, these states are hidden.

For nodev , we provide the complete formal specification of HMM using standard notations [14].
The HMM consists of the following:

• Set Sv of N states, where N = |Vp (v ) | + 1. Sv = {Si |i = 0, 1, 2 . . .N }, and {Si |i = 1, 2 . . .N } =
{Pvi |i = 1, 2 . . .N } and S0 represents a virtual state that this packet is not transmitted by v .

• SetTv of M observation symbols, where M = 2k , and k is the length of bit-array in designed
bloom filter, i.e., 32 in our experiments. Tv = {Ti |i = 0, 1, 2 . . .M }.

• Matrix Av = {ai j } of state transition probabilities, where ai j = P (S j |Si ), 1 ≤ i, j ≤ N , which
represents the transition probability from Si to S j . Note thatAv is unknown at the beginning
and will be determined by training the sequences of observations.

• Matrix Bv = {bi j } of observation symbol probabilities, where bi j = P (Ti |S j ), 1 ≤ i ≤ M, 1 ≤
j ≤ N , which represents the probability that observation isTi for hidden state S j . Section 4.3
will give the computation details.

• Vector πv = {πi } of the initial state distribution, where πi is the probability of initial state
being Si . In this work, we simply set πi = 1/N , i = 1, 2 . . .N .

4.3 Computation of Observation Symbol Probabilities

The main object of computing the observation symbol probabilities is to determine the proba-
bility Ti for hidden state S j , where 1 ≤ i ≤ M, 1 ≤ j ≤ N . In our case, Ti means the bit array in
the packet, while S j represents the parent who forwards this packet. If we calculate the probabil-
ity only based on the topology and designed hash functions, then what really happens would be
omitted. Therefore, we combine the real traffic and collected bit arrays to compute the matrix Bv .
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Fig. 10. Filter out the nodes not in the path with bloom filter. (a) Only one path left after filtering out the

nodes with bloom filter. (b) Two or more paths are possible.

(1) Node Filtering. As shown in Figure 10(a), the packet is generated by A. If only based on
network topology, then there are five different paths from A to the sink. In bloom filter,
the nodes are recorded in a bit array. After this packet arriving at the sink, we check the
bit array and exclude the nodes that must not be in the path. In the example, we assume
that nodeC and F are filtered out from the graph, then this packet must go through node
B, E, finally to the sink.

(2) Link Weight Assignment. As shown in Figure 10(b), due to possible false positives in
bloom filter, there may exist two reasonable paths from A to the sink after node filtering.
When we analyze which parent node is chosen by A, the probability is divided equally by
B and C , that is because only one path exists either from B or C to the sink. Actually, to
compute the probability distribution for each relay node, we first assign a weight value to
each link l , which equals to the number of paths go through l . Algorithm 1 formalizes the
process. It is noted that, if we describe the graph as a tree rooted by the sink, Algorithm 1
runs from the root to the leaves.

(3) Probability Computation. Figure 11 shows an example to compute the weight value for
each link. Assume that no node is excluded after the first stage. It is clear that there are
five paths from A to the sink , in which three paths pass B and the others pass C . That
is, for node A, this packet is sent to B for a probability of 60%, while 40% to C . Similarly,
for node B, if B receives this packet from A, then for a probability of 66% B will send this
packet to E. Note that this packet can be sent to C from the beginning, which means B
does not receive this packet at all. That is why we introduce a virtual state S0 in the S . In
addition, we must check every possible path, and make sure that the bit array produced
by this path is as the same as what collected, otherwise this path should be eliminated
from the set of solution. Algorithm 2 formalizes the process, which begins at the source
node who generates the packet, finally to the sink.
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Fig. 11. Second Stage: Compute the weight value for each link in the subgraph.

(4) Probability Conversion. Until now, we calculate P (Si |Tj ), 1 ≤ i ≤ N , 1 ≤ j ≤ M for a

given node v . We know that P (Tj |Si ) =
P (Si |Tj )P (Tj )

P (Si ) . P (Tj ) can be calculated by counting

how many times Tj appears in the collected packets. To estimate P (Si ), we let each node
v count its own transmissions F (v ) (detailed in Section 4.1). Therefore, when we compute
the dependence graph for nodev , P (Si ) = F (Si )/

∑
Pv j ∈Vp (v ) F (Pv j ). This method integrates

the real traffic flow and topology study, and finally determines the matrix Bv .

ALGORITHM 1: Link Weight Assignment

1: Denote the weight value of a directed link (Source,Destination) as L(Source,Destination).
2: For node v , o(v ) =

∑
u ∈Vp (v ) L(v,u).

3: For link (u,v ),
4: if v = Sink then

5: L(u,v ) = 1.

6: else

7: L(u,v ) = o(v ).

ALGORITHM 2: Probability Computation

1: Denote this observation (bit array in this packet) as O .

2: For node v ,

3: if v generates this packet then

4: P (S0 |O ) = 0.

5: P (Si |O ) =
L(v,Pvi )∑

Pv j ∈Vp (v ) L(v,Pv j ) , i > 0.

6: else

7: pv =
∑

u |v ∈Vp (u ) P (v |O ).

8: P (S0 |O ) = 1 − pv .

9: P (Si |O ) =
pv ·L(v,Pvi )∑

Pv j ∈Vp (v ) L(v,Pv j ) , i > 0.

4.4 Computation of Node Dependence Graph

For nodev , given the observation sequencesOv , we learn the model parameters λv = (Av ,Bv ,πv )
to maximize P (Ov |λv ), by using the well-known Baum–Welch method, which is based on the

ACM Transactions on Sensor Networks, Vol. 17, No. 2, Article 13. Publication date: March 2021.



BOND: Exploring Hidden Bottleneck Nodes in Large-scale Wireless Sensor Networks 13:13

forward-backward algorithm [15]. Specifically, it is a 20-iteration process to determine the optimal
λv (the iteration number can be set according to the tradeoff between accuracy and time consum-
ing). Note that we do not readjust the matrix Bv , since it has been well determined by our analysis
in Section 4.3. Actually the matrixAv is what we concern. A large transition probability from Si to
S j means that, in case Si is not available, S j may be chosen as the parent. In other words, if a node is
considered as critical, the transition probability from others to itself must not be small. Therefore,
we define the Node Dependence for nodev to its parent Si as: D (v, Si ) =

∑
1≤j≤Vp (v ) aji/|Vp (v ) |, i.e.,

the average value of transition probability from all the other parents to Si . The larger D (v, Si ) is,
the more important role Si plays in v ′s transmissions.

5 THE PREDICTION TOOL

After locating the bottleneck nodes in the network, the managers are able to give a quick solution
when some parts of nodes separate from the network. For many reasons, such as severe inter-
ference, network partitioning, sensor hardware failure and so on, sometimes the managers need
to add or remove some sensors in the existing network topology. In addition to network diagno-
sis, BOND is able to provide guidelines to the network redeployment, by predicting the variation
of dataflow when the network topology changes. In this section, we explain how we predict the
dataflow changes after only one node is added or removed, and the process repeats if more nodes
are concerned.

5.1 Removing Sensors

Suppose node v is going to be removed. Note that if v is critical to some other nodes, like v ′, e.g.,
D (v ′,v ) > 80%, v ′ may be totally separated from the network. Our experiments will discuss this
case later. The prediction focuses on the cases without any critical node. For each child node of v ,
say, u, we first count how many packets are sent to v . With learned HMM λu = (Au ,Bu ,πu ) and
observation sequenceTu , we generate the hidden states Su , which has the highest probability using
the Viterbi algorithm. Note that Su means the series of chosen parent for transmitted packets. Then
we are able to calculate the ratio ofv , denoted as Ruv . Multiplying Ruv by F (u), we get the packets
transmitted from u to v :

TP (u,v ) = Ruv · F (u). (1)

The next step is predicting where these packets will be sent to if v is not in the network by
using the transition probability learned in Section 4 (without loss of generality, next we assume
v = Pu1):

DP (u, Puk ) = TP (u,v ) · a1k/
∑
j�1

a1j , k � 1, (2)

where a1j ∈ Au . As we can see, for each of u ′s other parents, say, Puk , its dataflow increases,
because it requires to deliver DP (u, Puk ) packets that originally were transmitted by v . Therefore,
we also need to consider how this increment be collected to the sink. For simplicity, denote Puk as
w . For each of w ′s parents, say, t , we first compute the ratio of packets from w to t with Viterbi
algorithm, then t ′s increment can be computed:

DP (w, t ) = DP (u,w ) · Rwt/
∑

i

Rwi . (3)

Further, Equation (3) repeats until the increment packets arrive at the sink. Note that node
w and u can be parent node of each other in a real network. When we are considering the w ′s
increments caused by u, we remove u from w ′s parent set, to make sure convergence of our
algorithm. Moreover, this consideration excludes the routing loop.
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Finally, the decrement dataflow of v ′s parents caused by removing v should be concerned. Sim-
ilarly, for any of v ′s parents s , we compute the distribution of packet ratio from s to its parents,
then decrease the dataflow in proportion, like what we deal with increments in Equation (3). As
the same, the process is repeated until the decrements arrive at the sink.

5.2 Adding Sensors

Different with removing sensors, our prediction of dataflow changes after adding sensors is based
on the knowledge of physical topology. In fact, a redeployment work usually satisfies this require-
ment. Suppose node v is going to be added into the network. Find a node v ′ that is closest to v
within its communication range. Then we predict the dataflow changes by treating v as the same
as v ′. For each child node of v ′, say, u, which also locates within v ′s communication range. We
first modify λu = (Au ,Bu ,πu ).

• For Au = {ai j }, where 1 ≤ i, j ≤ N , we add a row and a column for v , because u has one
more parent option. Without loss of generality, we assumev ′ = PuN andv = Pu (N+1) . Then
we change ai j to a′i j as follows:

a′i j =

{
ai j/(aiN + 1) if 1 ≤ i ≤ N , 1 ≤ j ≤ N
aiN /(aiN + 1) if 1 ≤ i ≤ N , j = N + 1

.

Finally let a′
(N+1)j

= a′N j , 1 ≤ j ≤ (N + 1).

• For Bu = {bi j }, where 1 ≤ i ≤ M, 1 ≤ j ≤ N , we add a column forv . Then we makebi (N+1) =

biN , 1 ≤ i ≤ M .
• For πu = πi , 1 ≤ i ≤ N , we change πi to π ′i as follows:

π ′i =

{
πi/(πN + 1) if 1 ≤ i ≤ N
πN /(πN + 1) if i = N + 1

.

Next we verify that our modification is reasonable and satisfies the requirement of HMM setting:∑
1≤j≤N+1

a′i j = a′i (N+1) +
∑

1≤j≤N

a′i j

=
aiN

aiN + 1
+

∑
1≤j≤N ai j

aiN+1
= 1.

Similarly,
∑

1≤i≤N+1 π
′
i = 1; and ∑

1≤i≤M

bi (N+1) =
∑

1≤i≤M

biN = 1.

Note that HMM λu needs to be recomputed (as shown in Section 4.3) for a new process of detect-
ing hidden bottleneck nodes, because the topology changes. After the modification, we compute
and deal with the increment dataflow and decrement dataflow, like what we do in the cases of
removing sensors.

6 EVALUATION

In this section, we validate the performance of BOND. The dataset used for analysis and evaluation
mainly comes from the operational period of CitySee, which totally counts 865,901 data packets.
In CitySee, we set the data rate of application packet as one packet per ten minutes for each node
(more details about system settings of CitySee are described in References [16]). In addition, to
provide ground truth in our experiments, we also record the packet path for some nodes close to
the sink. As shown in Figure 12, we depict a path of a packet from node 4306 to one of the sinks.
Our evaluation contains three parts. First, we take a field study in GreenOrbs and discuss why

ACM Transactions on Sensor Networks, Vol. 17, No. 2, Article 13. Publication date: March 2021.



BOND: Exploring Hidden Bottleneck Nodes in Large-scale Wireless Sensor Networks 13:15

Fig. 12. A part of network logical topology of CitySee.

Fig. 13. Packet collection of node 0-60 during one hour in GreenOrbs.

BOND needs to reduce collection overhead to guarantee network performance. Then we evaluate
two tools. One is about the inference model, which is used to compute the Node Dependence graph
for each node. The other is the prediction tool, which predicts the traffic change after the network
is redeployed. Noted that, these two tools work offline to troubleshoot the bottleneck nodes in the
networks, and thus we focus on the accuracy analysis in this section.

6.1 Collection Overhead

In GreenOrbs, every node is required to send two packets per hour back to the sink, i.e., sensing
packet and status packet. Sensing packet contains the sensing data by the need to monitor forest,
while status packet is indeed necessary for network managers to maintain the system. In this
experiment, we try to record path for all the packets, by injecting another kind of packet, i.e., path
packet, into the network. Figure 13 describes the packet collection of node 0-60 during 1 hour.
In normal conditions, three packets are “bundled” and arrive at the sink (in the first 15 minutes).
This out-of-band approach, however, may significantly impact the application itself. As shown in
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Fig. 14. Network yield during

10 hours.

Fig. 15. Accuracy rate V.S. dis-

tance to the sink.

Fig. 16. Accuracy rate V.S. parent

number.

the grey zone, most of sensing packets fail to be collected, even though almost all of path packets
and status packets arrive at the sink. This is because the sensing packet and status packet contain
about 50 bytes and 60 bytes data, respectively, while the size of a path packet can at most rise to
70 bytes to record 25 hops. Therefore, the task of forwarding path packet consumes large amount of
bandwidth, especially for the nodes far away from the sink. Figure 14 directly depicts the network
yield, which is defined as the Packet Receive Ratio (PRR) of sensing packets at the sink. As we can
see, the network yield is very unstable. In the best case, the sink successfully receives up to 94%
of sensing packets, while the accordingly network yield of Figure 13 is only 0.9%. To address this
issue and mitigate the coupling effect generated by BOND, we choose to encode a 4-byte bit array
for path record and maintain a 2-byte traffic count (detailed in Section 3.2). Besides, BOND did not
make any time complexity of computation to the nodes. All the computation is processed in the
backend, the server is configured with Intel i5-4590 and CPU@3.30 GHz.

6.2 Inference Model

As mentioned in Section 4, we passively collect the observation series by using bloom filter to
record the paths. Then we infer the parent sequence (i.e., the hidden state sequence), and the state
transition probabilities in HMM model. Two network factors mainly influence the inference ac-
curacy of parent sequence. One is the distance to the sink, represented by hop count. If a node is
far from the sink, then its packets potentially have many paths to the sink, thus increase the false
positive rate when we exploit the bloom filter. Figure 15 shows the CDF distribution of accuracy
rate. Here we define the accuracy rate as follows: if a node transmits M packets, and BOND cor-
rectly infers N parents for these packets, then the accuracy rate is N /M . We group the instances
according to different hop counts from sensors to the sink. In the nodes within 3 hops, more than
50% of them have accuracy rate of 85.2%. As expected, the accuracy rate decreases for the nodes
farther from the sink. BOND, however, still accurately infers 77.6% parents of the packets for half
of the sensors, which at least locate 11 hops from the sink.

The other critical factor is the number of potential parents. It is easy to understand that, if a
node only has one parent to choose, then we exactly know the parent for each packet transmitted
by this node. By contrast, a large set of parents must introduce error estimate to the bloom filter.
As we can see in Figure 16, BOND successfully achieves an accuracy rate of nearly 90.0% for 60% of
nodes that at most have 3 parents. Compare to the factor of distance, the impact caused by parent
number is greater. For those nodes that have more than 3 but less than 11 parents, the accuracy
rate is at least 74.3%, and 85.7% at average. While the number of potential parents increases to
more than 14, the accuracy rate fall down to 65.4%, and no more than 85%.

Figure 17 shows the main performance at network layer, i.e., parent change and forwarding delay
before and after the network bottlenecks are eliminated. The variation of the two parameters is
completely opposite to the PRR. When the network runs normally, the average number of parent
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Fig. 17. The main performance before and after the network bottlenecks are eliminated. (a) Number of parent

changes in Greenorbs. (b) Forward delay in Greenorbs.

change for a node is about one time per 10 minutes. But it will raise to more than 6 times after
the network bottlenecks appear. So does the forwarding delay, because more and more nodes fail
to find a good parent to forward the packets, and more backoffs will happen when less routing
choices exist in the network.

To verify the parent transition probabilities, we take a real case in the network. In Figure 18, we
can see the real topology around node 40. Our dataset displays that, failure of node 40 causes that a
large amount of nodes are separated from the network, including nodes 48, 56, and so on. We com-
pute the Node Dependence graph for those nodes, and find that all of their Node Dependence value
to node 40 are more than 0.6, and node 80 even has a Node Dependence of 0.92 to node 40. In other
words, once the managers observe these separated nodes, they can easily find out the bottleneck
nodes according to these high Node Dependence values. Noted that this separation phenomenon
can extend to the edge of network. In this example, we also find that the Node Dependence value
from node 90 to node 80 is 30%. So once node 40 fails, node 80 also fails to forward data for the
others, which further makes them disconnected with the network.

6.3 Prediction Tool

To verify the prediction tool, we manually remove and add a node in the network, then compare
the real traffic change and our prediction results. In Section 5, our prediction process starts from
the 1-hop neighbors, then gradually extends to the farther nodes finally to the sink. So we mainly
investigate the performance of nodes that locate at different hop counts. Figure 19 shows the CDF
distribution of absolute value of relative error. The absolute value of relative error is computed as
follows: Assume the traffic at one node isT1 andT2 respectively before and after the redeployment.

BOND predicts the traffic changes toT3, then (T3−T1

T1
− T2−T1

T1
)/T2−T1

T1
=

T3−T2

T2−T1
is what we need. As we

can see, three kinds of nodes perform nearly the same, i.e., 25% averagely. The main reason is that,
the farther nodes from the removed node is close to the sink, their parent number is limited, which
greatly benefits our inference, thus counteract the potential accumulative error in the algorithm.
In addition, our algorithm may produce a inaccurate result when we remove a critical node. An
example is shown in Figure 18, though these nodes do not totally rely on node 40, they all fail to
send their packets back to the sink once node 40 is crashed. Figure 20 depicts similar trends for
three kinds of nodes when we add a node into the network. Noted that BOND performs reliably,
because adding a node will not break the connectivity of the network.

Specifically, we also depict the difference between ground truth and our theoretical result. In
Figure 21 and 22, the dot represents the real change of traffic after the redeployment, while the
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Fig. 18. A real case of hidden

bottleneck node 40.

Fig. 19. Prediction Accuracy V.S.

Hop Count after a node is re-

moved.

Fig. 20. Prediction Accuracy V.S.

Hop Count after a node is added.

Fig. 21. Traffic Prediction after a node is removed.

Fig. 22. Traffic Prediction after a node is added.

line is our prediction. We check 40 nodes in this comparison. BOND successfully predicts whether
the traffic increases or not for every node. Meanwhile, the maximum deviation is less than 4%. For
more than 75% of nodes, the prediction deviation is only 2.4%.

7 RELATED WORK

A number of practical operated network deployments have been reported during the last decade.
They also conduct exact performance measurements in these systems. These studies show impor-
tant observations and guidelines to the protocol design and implementation [17, 18]. To our best
understanding, WSNs are not totally reliable for many real applications yet, due to a lot of sys-
tematic and environmental factors. That is why network diagnosis and measurement have been
extensively studied in recent years. In this section, we review the studies on network measurement,
network diagnosis and management, as well as the data prediction and collection in WSNs.

7.1 Sensor Network Measurement

It proves difficult that we simulate all systematical conditions perfectly and predict every network
characteristics in the real deployment. Werner-Allen et al. [3] analyze packet loss performance
and propose some hypotheses of the causes, e.g., equipment dropout, weather condition and tem-
perature fluctuations. Zhao et al. [19] study packet delivery performance measurement with a
medium-sized sensor network in three kinds of different environments. Liu et al. [1] and Dong
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et al. [20] report a measurement study of a large-scale sensor network GreenOrbs in the forest.
The authors of Reference [21] explore metrics that shed light on when and why opportunistic
routing and network coding protocols perform well or badly. Reference [22] finds that most in-
termediate links are bursty, i.e., they shift between poor and good delivery. The approaches in
References [17, 23] perform channel hopping in the flooding but they are highly specialized for
the single-sender scenario. Cao et al. [24, 25] measure the performance of concurrent flooding in
duty cycle wireless sensor networks, and the concurrent transmissions have also been explored
for bulk data transfer [26, 27].

7.2 Sensor Network Diagnosis and Management

Existing diagnosis approaches can be broadly divided into two categories: debugging tools and
inference schemes. This work belongs to the later category. Claivoyant [28] and Declarative Tra-
cepoints [29] are two notable tools that focus on debugging sensors at the sourcelevel, and enables
developers to wirelessly connect to a remote sensor and execute debugging commands. Existing
inference schemes of diagnosis for WSNs like Sympathy [10] periodically collects network infor-
mation from individual sensors to sink. DustDoctor [30] troubleshoots sensor data fusion systems,
by adapting discriminative mining algorithms to analyze provenance graphs, and isolate sources
and conditions correlated with anomalous results. LiveNet [31] provides a set of techniques and
tools for rebuilding complex dynamics of live sensor networks. To minimize the collection over-
head, some researchers propose to establish certain inference models by marking the data packets
[12]. Self-diagnosis [11] injects a finite state machine into each sensor node, enabling them to ac-
cordingly change the diagnosis state. Reference [32] presents a local-diagnosis approach, which
conducts diagnosis process in a local area through distributed evidence fusion operations. Refer-
ence [33] minimizes the charging delay in RFID-based wireless sensor node by planning a move-
ment strategy of reader. Reference [34] presents a light-weight and passive approach for faulty link
detection. In contrast with those approaches, this work mainly aims to point out the bottleneck
nodes after a network is deployed, so as to provide a realtime recovery strategy when network
failures occur.

7.3 Data Prediction and Collection in WSNs

Data prediction [13] is applicable to many real-world applications, in which it greatly abates data
traffic. BOND predicts the dataflow with node reliability, which greatly shorten the computation
delay and complexity. Reference [35] presents a benchmark that offers a comprehensive empirical
study on the performance comparison of the model-based compression techniques. Recently, many
efforts achieve extremely low duty cycles by crossing the MAC and routing layer. Koala [36] and
Dozer [37] allow nodes to sleep as long as possible between communication events by tolerating
long latencies, i.e., minutes even days. CRYSTAL [38] disseminates multiple concurrent packets
by data prediction, and also achieves per-mile duty cycle, improving on the current staple WSN
stack. The authors extend the work in Reference [39] by mitigating interference with a technology
combination of channel hopping and noise detection, so as to allow CRYSTAL applicable under
multiple sources of strong interference.

8 CONCLUSION

Network partitioning becomes a critical issue for large-scale wireless sensor networks. A large
amount of data loss greatly impacts the application performance, as well as results in insufficiency
of evidence for network diagnosis and management. In two real outdoor deployments GreenOrbs
and CitySee, we observe that there must exist some bottleneck nodes in the network, which
strongly impact other nodes’ data collection, and thus degrade the whole network performance.
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This work presents a management tool BOND to detect these bottleneck nodes. Meanwhile, we
introduce a concept of Node Dependence to characterize how much a node relies on each of its
parent nodes. We also develop a technique based on Hidden Markov Model to calculate the Node
Dependence graph for each node. In addition, BOND is able to predict how adding or removing
the sensors would impact the dataflow, thus avoid the data loss and flow congestion. We validate
the performance of BOND through the real dataset from the operational period of GreenOrbs and
CitySee. The extensive experiments show that Node Dependence indeed help to explore the hid-
den bottleneck nodes in the network, and BOND infers the Node Dependence with an average
accuracy of more than 85%.
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