Neural Networks 41 (2013) 225–239

Contents lists available at SciVerse ScienceDirect

Neural Networks
journal homepage: www.elsevier.com/locate/neunet

2013 Special Issue

Modulation for emergent networks: Serotonin and dopamine
Juyang Weng ∗,1 , Stephen Paslaski, James Daly, Courtland VanDam, Jacob Brown
Michigan State University, East Lansing, MI, USA

article

info

Keywords:
Modulation
Brain architecture
Reinforcement learning
Glutamate
Serotonin
Dopamine

abstract
In autonomous learning, value-sensitive experiences can improve the efficiency of learning. A learning
network needs be motivated so that the limited computational resources and the limited lifetime
are devoted to events that are of high value for the agent to compete in its environment. The
neuromodulatory system of the brain is mainly responsible for developing such a motivation system.
Although reinforcement learning has been extensively studied, many existing models are symbolic whose
internal nodes or modules have preset meanings. Neural networks have been used to automatically
generate internal emergent representations. However, modeling an emergent motivational system for
neural networks is still a great challenge. By emergent, we mean that the internal representations
emerge autonomously through interactions with the external environments. This work proposes a generic
emergent modulatory system for emergent networks, which includes two subsystems — the serotonin
system and the dopamine system. The former signals a large class of stimuli that are intrinsically aversive
(e.g., stress or pain). The latter signals a large class of stimuli that are intrinsically appetitive (e.g., pleasure
or sweet). We experimented with this motivational system for two settings. The first is a visual recognition
setting to investigate how such a system can learn through interactions with a teacher, who does not
directly give answers, but only punishments and rewards. The second is a setting for wandering in the
presence of a friend and a foe.
© 2012 Elsevier Ltd. All rights reserved.

1. Introduction
Some have proposed agents that do not learn through a
developmental life from conception or birth. The programmer
gives the agent a task-specific goal and the agent completes the
task. According to Searle’s Chinese room argument, an agent is not
considered intelligent if it only processes symbols (Searle, 1980).
An agent that can only process symbols is limited in the number of
goals it can understand and achieve. Humans can understand and
achieve a variety of goals. If an artificial agent develops through a
lifetime then it may be able to accomplish muddier tasks that are
easy for a human and currently hard for a computer. Weng (2009)
used the term ‘‘muddy’’ to characterize tasks (e.g., write an essay)
that are hard to model computationally.
Weng et al. developed a theory about how Turing’s child
machine could exist, called autonomous mental development
(AMD) (Weng et al., 2001). AMD tries to model the development
of a human baby within a machine. The development consists
of three stages: prenatal, birth, and development. During the
prenatal stage, the agent receives its developmental program
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and some states are initialized. For a human baby, these initial
states are its reflexes and some motor control necessary for
survival. At birth, the developmental program begins to run. The
agent autonomously interacts with its environment and uses its
developmental program to help it learn new tasks during its
developmental stage.
By autonomous, we mean that the self-organization in the
network is autonomous, but human teachers in the environment
are needed. One mode of autonomous learning is motorsupervised learning, where the physical environment (including
human teachers) imposes actions to the effectors (motors) of the
network. This is called passive learning in psychology (e.g., a
human teacher holds the hand of a child to teach how to draw
a circle). However, if a network can learn only under this mode,
teaching is impractical, and the learner is not able to learn
autonomously. It lacks a sense of value that it may devote too much
neuronal resource and time to events that are not very important
for its survival.
An agent that has a sense for the value of events is called a
motivated agent. The basic signal processing circuits in the brain
use basic neurotransmitters, such as glutamate and GABA, that are
nearly ‘‘value free’’.
The brain further uses other types of neurotransmitter (e.g.,
serotonins and dopamine) that tend to indicate certain types
of value (Bear, Connors, & Paradiso, 2007; Kandel, Schwartz,
& Jessell, 2000). The circuits that use such ‘‘value-indicating’’
neurotransmitters are called neuromodulatary systems. A major
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function of neuromodulation is to distinguish good behaviors from
bad. This can be done based on the rewards and punishments it
receives from the brain’s external environments (i.e., body and
extra-body environment).
Learning to distinguish good from bad helps with evolutionary
competition (e.g., avoid hurting self, avoid hunger, seek for favorite
food). If a baby learns that putting its hand into the fire hurts,
it does not want to do that again. In the human brain, coping
with stress may be learned from the release of serotonin in
the brain and pleasure may be learned through the rise of the
level of dopamine (Robbins & Everitt, 1996; Solomon & Corbit,
1973, 1974). The roles of serotonin and dopamine fall into the
category of neuromodulation, because they play modulatory roles
by interacting with the basic brain circuits.
Although these two types of neurotransmitter are typically
involved with both ‘‘low’’ level (e.g., pain and sweet) and ‘‘high’’
level punishments and rewards (e.g., stress and pleasure), we will
simply use the terms pain and sweet for our discussion below due
to their intuitiveness. They must be related to the further signal
processing in the brain and the related behaviors. Pain and sweet
sensations and their values to the central nervous system cannot
be sufficiently explained by only the specificity of the pain and
sweet receptors in the periphery nervous system. Many types of
receptor involve a pain sensation. How does the brain treat signals
from pain receptors as ‘‘bad’’ and signals from sweet receptors as
‘‘good’’? Note, such preferences are not fixed either. For example,
a person may gradually dislike a sweet taste. The term ‘‘pain’’
is not necessarily ‘‘low level’’ either. For example, the loss of a
family member is also called pain. The same is also true for sweet
sensation. For example, home is ‘‘sweet’’.
The work here models that the rise of the aversive or appetitive
values within the central nervous system for signals from pain or
sweet receptors can be accomplished by two biologically plausible
computational mechanisms:
(1) cell-specific mechanisms in the motor neurons to integrate
serotonin and dopamine and
(2) activity-dependent learning across brain areas that involve
glutamate, GABA, serotonin, and dopamine.
A modulated Developmental Network (DN) here is such a
motivated agent. The punishments and rewards from the physical
world (from the simulated environment here) potentially enable
a robot to learn on its own without requiring a human teacher to
tediously provide the exactly correct action at every time frame.
That is, the environment gives easier ‘‘bad’’ or ‘‘good’’ information,
instead of the correct action itself.
Reinforcement learning – learning through reinforcers – is an
extensively studied research topic in machine learning (Deci &
Ryan, 1985; Huang & Weng, 2007; Oudeyer, Kaplan, & Hafner,
2007). One major challenge in reinforcement learning is that the
rewards are typically delayed. We do not deal with the time delay
problem in this work. In our reported simulations, we require that
the punishment and reward to be timely correct (e.g., a touch on
a hot pot gives immediately pain). We hope that the capability to
deal with delayed rewards (e.g., short-term goal versus long-term
goal) is developed through lifetime, since such a capability may
vary greatly depending on the age, tasks, and culture (Deci & Ryan,
1985; Piaget, 1997).
In Section 2, we discuss related work. Section 3 presents the
theory. We report our simulation results in Section 4 and conclude
in Section 5.
2. Related work
Let us first discuss related work. We address them under
five subjects: autonomous development, symbolic value systems,
psychological and biological studies, neuromorphic value systems,
and neuromorphic motivation systems.

Table 1
Architectural concepts.

Not motivated
Motivated

Symbolic

Emergent

Symbolic agents
Symbolic motivated agents

Neural networks
Emergent motivated agents

2.1. Neuromorphic values: task nonspecificity
A neuromorphic system requires that the computational unit
is neuron like. It is well accepted that a neural network has an
emergent representation Weng (2012)—adaptive synaptic weights
and distributed firing patterns. It is also well recognized that local
learning is a desirable property for neural networks.
Weng, Luwang, Lu, and Xue (2008) further argued that the
genomic equivalence principle (Purves, Sadava, Orians, & Heller,
2004) implies that development and computation are both cell
centered. Each cell is autonomous during development in general
and during learning in particular. A consequence of this cell
autonomy is that each cell does not have dedicated learner for its
own learning—it is fully responsible for the learning all by itself in
its environment. In other words, each neuron must use its intrinsic
properties and the environmental conditions to accomplish its
learning. In a larger scope, Weng et al. (2001) proposed that
autonomous mental development should be task nonspecific. If
the task is not known, progress maximization and similarity-based
progress maximization proposed in some prior studies (Oudeyer
et al., 2007) seem ill defined. We propose that such ‘‘higher’’ values
are emergent properties from a developing brain.
The above conditions for a neuromorphic system does not mean
to make learning less powerful or more difficult, but rather they
enable the autonomous developmental system to learn a wider
variety of higher values that are not restricted to a limited task
domain.
2.2. Symbolic value systems
Table 1 conceptually compares agents along two conceptual
axes: motivated, and symbolic versus emergent. Many models
belong to the category of symbolic motivated agents since the
modules within such systems have handcrafted meanings.
Sutton and Barto (1981) modeled rewards as positive values
that the system learns to predict. Ogmen’s work (Ogmen, 1997)
was based on adaptive resonance theory (ART), which took into
account not only punishments and rewards, but also the novelty in
expected punishments and rewards, where punishments, rewards,
and novelty are all based on a single value. Sporns, Almassy, and
Edelman (1999) modeled a robotic system where punishments
and rewards after interactive trials affect the later behaviors
of the robot. Kakade and Dayan (2002) proposed a dopamine
model which uses novelty and shaping to drive exploration
in reinforcement learning, although they did not provide a
source of information for novelty nor a computational model
to measure the novelty. Oudeyer et al. (2007) proposed that
the objective functions for a robot to use as a criterion to
choose an action fall into three categories: (1) error maximization,
(2) progress maximization, and (3) similarity-based progress
maximization. Huang and Weng (2007) proposed an intrinsic
motivation system that prioritizes three types of information with
decreasing urgency: (1) punishment, (2) reward, and (3) novelty.
As punishment and rewards are typically sparse in time, novelty
can provide temporally dense motivation even during early life.
Singh, Lewis, Barto, and Sorg (2010) adopted an evolutionary
perspective and define a new reward framework that captures
evolutionary success across environments.
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2.3. Psychological and biological studies
The modulatory system in the brain is often called a motivational system or value system in neuroscience and psychology
(Bear et al., 2007). A modulatory system goes beyond information
processing and sensorimotor behaviors. It provides mechanisms
for a developmental system so that it develops dislikes and likes.
Without a motivational system, it is difficult to enable a system to
learn autonomously and perform tasks that are important for the
survival and reproduction in a highly competitive environment.
Psychological studies have provided rich behavioral evidence
about the existence of the motivational system (Maslow, 1943,
1954; Robbins & Everitt, 1996; Solomon & Corbit, 1973, 1974).
It is known that the motivational system is important to the
autonomous learning of the brain. However, although there is a
very rich literature about models of neuromodulatary systems,
such models are limited in terms of computational functions due
to a few well-known limitations in prior neural network models
(e.g., see the array of criticisms by Marvin Minsky in Minsky, 1991).
Weng (2011) argued that we have overcome such limitations.
The motivational systems are often referred to as diffuse
systems in the sense that each modulatory neuron in such a system
uses a particular neurotransmitter (e.g., serotonin or dopamine)
and makes diffuse connections, via such neurotransmitters, with
many other neurons. Instead of carrying out detailed sensorimotor
information processing, these cells often perform regulatory
functions, modulating many post-synaptic neurons (e.g., the
cerebral cortex, and the thalamus) so that they become more
or less excitable, or make fewer or more connections. The
neurotransmitters of such modulatory systems arise from the
central core of the brain, typically from the brain stem. The core of
each system has a small number of neurons (e.g., a few thousand),
but each such neuron contacts more than 100,000 post-synaptic
neurons that are widely spread across the brain. The synapses of
such modulatory neurons release a particular type of transmitter
molecule (e.g., serotonin or dopamine) into the extracellular fluid.
Thus, such molecules diffuse to many neurons, instead of being
confined a local neighborhood of a synaptic cleft.
The effects of dopamine and serotonin are still not completely
understood, according to the literature. Both serotonin and
dopamine come in many different forms, since the brain may
conveniently use a particular neurotransmitter for different
purposes in different parts of the body. Some forms of dopamine
are related to reward and some forms of serotonin are related
to aversion and punishment. There are other forms of serotonin
and dopamine that have different effects that are not widely
understood (Cavallaro, 2008; Kakade & Dayan, 2002). We will focus
on only the forms of dopamine and serotonin that affect the brain
as rewards and punishment respectively here.
Fig. 1 illustrates that dopamine is synthesized in the substantial
nigra and the ventral tegmental area (VTA). Their neurons project
dopamine in a diffuse way, to the striatum and limbic and frontal
cortical regions.
Dopamine is associated with reward prediction (Kakade &
Dayan, 2002). If an agent gets a reward, then dopamine is released
from the substantial nigra and the VTA. If an agent is expecting a
reward, dopamine is also released. For example, if a dog is trained
that it always gets food when it hears a bell, then dopamine will be
released into the brain at the time that it normally would receive
the food. If the dog does not get food at the expected time, then the
dopamine levels will drop below normal for a short period of time.
Fig. 2 illustrates that serotonin is synthesized in the raphe nuclei
(RN). Their neurons project serotonin in a diffuse way, to many
areas of the central nervous system.
Serotonin often appears to be dopamine’s opposite (Daw,
Kakade, & Dayan, 2002). Dopamine excites the neurons while

Fig. 1. The substantial nigra and the ventral tegmental area (VTA) synthesize
dopamine and their neurons project dopamine to the striatum and limbic and
frontal cortical regions.
Source: From Bear et al. (2007).

Fig. 2. The raphe nuclei synthesize serotonin and their neurons project serotonin
to many areas of the central nervous system.
Source: From Bear et al. (2007).

serotonin inhibits them. One specific type of serotonin with this
effect is 5-HT. Serotonin leads to behavior inhibition and aversion
to punishment (Daw et al., 2002). For example, if a monkey pushes
a lever and receives a shock, then it will avoid pressing that
lever (Kakade & Dayan, 2002). Two areas of the brain release
serotonin, the dorsal raphe and the median raphe (Daw et al.,
2002). The dorsal raphe connects serotonin to all of the areas that
have dopamine connections (Daw et al., 2002; Krichmar, 2008).
Serotonin from the dorsal raphe interacts with dopamine to cause
the agent to avoid behaviors that the dopamine encourages (Daw
et al., 2002). Krichmar (2008) provided a survey, which includes
four types of neurotransmitter: 5-HT, DA, Ach, and NE.
2.4. Neuromorphic value systems
The term ‘‘neuromorphic’’ means that the model uses neuronlike units. An emergent system is typically neuromorphic but a
neuromorphic system is not necessarily fully emergent as we
defined in this paper. By definition here, also in Weng (2012), an
emergent representation emerges autonomously from a system’s
interactions with the external world and the internal world via its
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sensors and its effectors without using the handcrafted (or genespecified) content or the handcrafted boundaries for concepts
about the extra-body environments.
Almassy, Edelman, and Sporns (1998), further refined in Sporns
et al. (1999), proposed a neuromorphic architecture for learning
primary and secondary conditioning that tends to avoid actions
that lead to punishments and adopt actions that lead to reward.
Cox and Krichmar (2009) experimented with a neuromorphic
architecture that integrates three types of neurotransmitter, 5-HT,
DA, and Ach, with Ach for increased attention efforts.
In a neuromorphic system, how the neuromorphic value system
interacts with the neuromorphic sensorimotor system is also
unknown. The Darwin robot work Almassy et al. (1998) and
Sporns et al. (1999) uses appetitive and aversive stimuli to
directly link the corresponding appetitive and aversive behaviors,
respectively. Many symbolic methods associate each symbolic
long-term behavior with a value, so that a value-based selection
mechanism arbitrates which symbolic long-term behavior is
executed (Watkins & Dayan, 1992). Therefore, the value system is
like an approval system. Such an approval idea ran into problems
with neuromorphic systems, since the states (e.g., actions) are not
statically handcrafted. Instead, they emerge from the interactions
with the environment. In a neuromorphic system, modulation
affects the operations of the entire network including the
generation of an action, but in more flexible and diverse ways.
By neuromorphic, we use known mechanisms of neuroncentered computation. Each neuron transmits its responses as
spikes to neurons that it connects to. Merrick (2010) proposed
a network architecture which requires each neuron in the
motivation layer to pass the (vector-valued) synaptic weights
(not a single response value) to the succeeding neurons. There
seems no evidence yet that a neuron can transmit its synaptic
weights. Therefore, we do not classify Merrick’s model as
neuromorphic at the current stage of knowledge.
For computational modeling of neuromodulators other than
serotonin and dopamine, such as Ach and NE, see Wang, Wu, Weng,
Watkins, and Dayan (2011) and Yu and Dayan (2005).
2.5. Objectives of our neuromorphic motivational system
Our motivated neuromorphic architecture is based on a recent
network called Developmental Network (DN), which deals with
both space and time in an integrated way—temporal context is
recursively ‘‘folded’’ into the spatial area like a finite automaton
(FA) so that the current motor state (response pattern) represents
all the temporal context attended at the current time and they are
all treated equivalently. Furthermore, all future processing is based
on such an equivalence. An automata model, called finite automata,
along with its properties can clearly explain the principle of DN
(Weng, 2010) in dealing with time.
Based on the DN framework, we propose a new neuromorphic
architecture with a neuromorphic intrinsic value system. In the
new architecture, the neuromorphic motivation system develops
in parallel with the basic neuromorphic sensorimotor system. The
architecture enables the three systems (glutamate, serotonin, and
dopamine) to interact in the motor area, called a collateral triplet,
which is supposed to be developed for each primary motor neuron.
In this way, each primary motor neuron can be excited by an
appetitive stimulus, inhibited by an aversive stimulus, or both
currently, modulating the glutamate system.
3. Theory
Humans go through two broad stages in developing their brain:
the prenatal stage and the postnatal development stage. During

the prenatal stage, the human brain creates neurons and connects
them according to the genome. Our artificial agent does not have
genome. We create the developmental program and the areas
for the neurons during the prenatal stage and we connect the
areas during initialization. There are extensive interactions with
the environment before birth. During the birth, the baby takes its
first breath and continues interacting with its environment. For a
human, the brain has many neurons at birth, but the brain also
creates more neurons during the postnatal developmental stage
(Bear et al., 2007; Carey, 1985; Domjan, 1998; Kandel et al., 2000;
Piaget, 1954). To model human development, we initialize all of the
neurons in each area at ‘‘birth’’ and begin to run the developmental
program in our agent.
During the development, the agent interacts with its environment and tries to determine the most appropriate action. The
agent uses its sensors to observe the environment and actuators to
change the environment. In one if our simulations, the sensors observe face images and the actuators attempt to determine to which
person (class) the image belongs. For an intelligent agent, it would
use its observations to determine its goal during this stage. Initially the agent does not know that its goal is to guess the class
of each image, other than low-level reinforcers such as serotonin
and dopamine. It learns more sophisticated sensorimotor behaviors during the developmental stage.
3.1. Developmental Networks
One of the largest scale accounts of neural anatomy is the
work of visual and motor systems by Felleman and Van Essen
(1991), which reported that the brain is not a cascade of areas,
but a network of areas. Every brain area connects with only
to the neighboring areas but also directly with many other
areas, including the very early LGN and the very late motor
cortex. By early and late, we mean closer to receptors and
closer to muscle neurons, respectively, in the processing stream.
However, we do not mean that processing stream is one way,
from receptors to muscle neurons. Instead, both directions are
necessary, posing challenges for computational modeling and
understanding. Connections are almost always bidirectional, with
few exceptions (e.g., between the retina and LGN in primates). The
DN model hypothesizes that all such connections are mainly due
to the statistics of firing activities, prenatally and postnatally.
If the DN models the brain, Y contains all the brain internal
areas. A DN can also model a particular area of the brain: Y is the
brain area, and all its connected areas are X and Z , with X closer to
sensors and Z closer to motors.
The Y area contains multiple types of neuron according to
the neurotransmitters they produce: glutamate, GABA, serotonin,
dopamine, etc. We use a separate neuronal map for each type of
neuron, although typically different types of neuron reside in the
same Brodmann area in the brain. Shown in Fig. 4, one map (green)
represents the dense glutamine system. The other two maps (blue
and pink) represent the sparser dopamine and serotonin systems,
respectively, for modulation of the basic glutamine system.
The Developmental Network is the basis of a series of WhereWhat Networks (WWNs), whose 4th version WWN-4 appeared in
Luciw and Weng (2010). The simplest version of a Developmental
Network (DN) has three areas, the sensory area X , the internal area
Y , and the motor area Z , denoted mathematically as
X

Y

Z,

(1)

where denotes two one-way connections. Fig. 3(b) illustrates an
example.
The developmental program (DP) for DNs is task nonspecific,
as suggested for the brain in Weng et al. (2001) (e.g., not concept
specific) at the birth time. To formulate the task-nonspecific
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a

b

Fig. 3. Conceptual correspondence between a finite automaton (FA) with the
corresponding DN. (a) An FA, handcrafted and static. (b) A corresponding DN that
simulates the FA. It was taught to produce the same input–output relations as the
FA in (a). The set of symbols Σ = {σi | i = 1, 2, . . . , l} corresponds to the
l canonical vectors in the l-dimensional vector space X . The set of state symbols
Q = {z1 , z2 , . . . , zm } corresponds to the m canonical vectors in the m-dimensional
vector space Z . In general, however, the dimensions of X and Z are much smaller, by
using non-canonical vectors as X in (b). (c) A comparison of the operational mode of
the FA and the DN. Pink areas are human designed or human taught. Yellow areas
are autonomously generated (emergent and developed). (For interpretation of the
references to colour in this figure legend, the reader is referred to the web version
of this article.)

nature of a DN, Weng (2011) presented a theory that a DN can
incrementally learn perfectly any given finite automaton (FA).
Furthermore, a DN is also optimal as a probabilistic FA, in the sense
of maximum likelihood.
However, a DN goes beyond any symbolic FA. In contrast to
a static FA, the motor area Z of a DN can be directly observed
by the environment (e.g., by the teacher) and thus can be
calibrated through interactive teaching from the environment.
The environmental concepts are learned incrementally through
interactions with the environments. For example, the ‘‘young’’
object makes the pixels 2 and 4 bright and all other green pixels
dark. However, such an image from the ‘‘young’’ object is not
known during the programming time for the DP. Compared with
symbolic reinforcement learning (Singh et al., 2010), the DN with
neuromodulation here does not assume a particular task (e.g., no
hand-picked set of task-specific symbols), so in principle a DN is
able to learn an open array of tasks that the DP programmer is not
aware of during the programming time.
In principle, the X area can model any sensory modality (e.g.,
vision, audition, and touch). The motor area Z serves as both input
and output ports. When the environment supervises Z , Z is the
input to the network. Otherwise, Z gives an output vector to drive
effectors (muscles) to act on the real world. The order from low to
high is X , Y , Z .
3.2. Ions, synapses, and neurotransmitters
The above DN does not explicitly address the type of
neurotransmitter used by neurons. As a rule, neurotransmitters
that open a channel in the post-synaptic terminal that is permeable
to Na+ ions are excitatory, and neurotransmitters that open
a channel in the post-synaptic terminal that is permeable to
Cl− ions tend to be inhibitory. This is because an increase in
Na+ concentration in a neuron tends to bring the membrane
potential toward the threshold for generating action potentials

Fig. 4. A DN with 5-HT and DA modulatory subsystems. It has 11 areas. RN has
serotonergic neurons. Neurons in YRN or Z have serotoninergic synapses. VTA has
dopaminergic neurons. Neurons in YVTA or Z have dopaminergic synapses. The areas
Yu , Yp , Ys , YRN , YVTA should reside in the same cortical areas, each represented by
a different type of neuron, with different neuronal densities. The notation m × n
indicates a possible configuration (the number of neurons in m rows and n columns)
in our experiments, unless stated otherwise. Within each Y subarea and the Z area,
within-area connections are simulated by top-k competition.

(i.e., depolarization), but an increase in Cl− concentration tends
to bring the membrane potential away from the threshold for
generating action potentials (i.e., hyperpolarization).
In an unmotivated DN, by default the excitatory neurotransmitter is glutamate simulated by pre-action value in the DN and the
inhibitory transmitter is GABA simulated by the top-k competition
in the DN.
Each neuron typically contains two types of synapse: excitatory
and inhibitory. Excitatory synapses contain channels that are
gated by excitatory neurotransmitters to permeate Na+ ions.
Inhibitory synapses contain channels that are gated by inhibitory
neurotransmitters to permeate Cl− ions. Different drugs, such as
AMPA, NMDA, and kainate, have been used to distinguish several
subtypes of glutamate receptor. Three subtypes of glutamate
receptor are AMPA receptors, NMDA receptors, and kainate
receptors. The neurotransmitter glutamate activates all the
receptor subtypes, but AMPA acts only at the AMPA receptor,
NMDA acts only at the NMDA receptor, and so on. A type of GABAgated ion channel is permeable to Cl− , and so it is found in an
inhibitory synapse.
3.3. Modulation: serotonin and dopamine systems
Serotonin and dopamine systems are two subsystems of the
complex modulatory system in the brain. Fig. 4 presents the
architecture of a motivated DN after it is augmented with two
modulatory subsystems: serotonin and dopamine systems. A
motivated DN requires more detail of the three areas X , Y , and Z .
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Serotonin and dopamine are synthesized by several brain areas.
For simplicity, we use only raphe nuclei (RN) to denote the area
that synthesizes serotonin and only the ventral tegmental area
(VTA) to denote the area that synthesizes dopamine, although
other areas in the brain also involved in the synthesis of these
neurotransmitters.
The neurons in an unmotivated DN release only glutamate
(excitatory) or GABA (inhibitory). In our motivated DN model, the
internal area Y has two additional types of neuron: serotoninergic
in RN and dopaminergic in VTA. They synthesize serotonin and
dopamine neurotransmitters, respectively.
The idea that a neuron produces only one type of neurotransmitter, glutamate, GABA, serotonin, or dopamine, is often called
Dale’s principle. Many peptide-containing neurons violate Dale’s
principle. Glutamate and GABA are amino acids; serotonin and
dopamine are amines. None of them are peptides.
However, each neuron can be activated by a variety of
neurotransmitters, since it has a variety of synapses, each of which
has channels gated by a specific type of neurotransmitter.
The suffix ‘‘ergic’’ means producing and using. Thus, a serotoninergic neuron means that it produces serotonin as neurotransmitter through its axons to other neurons. A serotoninergic synapse
means a synapse that uses serotonin (i.e., having serotonin receptors on the surface of the post-synaptic membrane).
It is known that depletion of dopamine is related to Parkinson’s
disease, a paucity of movement (hypokinesia). Dopamine release
in the brain will reinforce the behavior that causes the dopamine
(Bear et al., 2007; Berke & Hyman, 2000; Daw et al., 2002).
In general, it was believed that the presence of dopamine
serves hedonic reward—pleasure. Serotonin elevation has been
associated with electric shock to the head or tail, stress, anxiety,
and depression (Bear et al., 2007; Daw et al., 2002). Daw et al.
(2002) proposed that serotonin and dopamine are involved in
opponent interactions.
Based on the above discussion, we model the effects of
serotonin and dopamine only on the pre-motor and motor areas
in the frontal cortex, corresponding to the Z area of DN, although
these two types of neurotransmitter may have effects on other
brain areas.
3.4. Architecture
The architecture of a motivated DN is illustrated in Fig. 4.
In the motivated DN, the sensory area is denoted as X = (Xu ,
Xp , Xs ), consisting of an unbiased array Xu , a pain array Xp , and a
sweet array Xs . Their innate values in the brain are identified by
the types of neurotransmitters from RN and VTA, respectively.
Connect all pain receptors with the raphe nuclei (RN) located in
the brain stem which has the same type of neuron – serotoninergic
– representing the identity of pain sensors. Every neuron in RN
releases only serotonin. This gives the serotonin subsystem in Fig. 4
denoted as
Xp

RN

YRN

Z.

(2)

Since the serotonin subsystem does not have many neurons in YRN
and is diffused, the Xp also needs the original glutamate stream:
Xp

Yp

Z.

(3)

Likewise, connect all sweet receptors with VTA located in the
brain stem which has the same type of neuron – dopaminergic –
representing the identity of sweet sensors. Every neuron in VTA
releases only dopamine. This gives the dopamine subsystem:
Xs

VTA

YVTA

Z.

(4)

Since the dopamine subsystem does not have many neurons in YVTA
and is diffused, the Xs also needs the original glutamate stream:
Xs

Ys

Z.

(5)

We can see that the motor area Z is the hub for integration
of multiple pathways (e.g., glutamate, serotonin, and dopamine
pathways here), and multiple sensors (e.g., Xu , Xp and Xs here).
Therefore, the Y area of the motivated DN is composed of seven
areas:
Y = (Yu , Yp , Ys , RN, VTA, YRN , YVTA ),
connecting bidirectionally with X = (Xu , Xp , Xs ) and Z , as shown
in Fig. 4. The general expression Eq. (1) still applies.
From Fig. 4, we can see that we can regard RN and VTA as the
serotonin and dopamine versions of Xp and Xs , respectively, with
probably a reduced diminution because of the diffusion nature of
serotonin and dopamine.
Neurons in YRN have 5-HT receptors and those in YVTA have
DA receptors. Other areas Yu , Yp , Ys , in Y have neurons that have
receptors for glutamate. The role of GABA neurotransmitters is
simulated by the top-k competition. In Fig. 4, we use a colorpattern combination to indicate neurons that synthesize, or have
receptors for, a particular type of neurotransmitter (glutamate,
5-HT, DA, respectively).
3.5. Operation and learning
The developmental learning of a motivated DN, regulated by its
DP, is desirably very mechanical and uniform, as shown below.
Algorithm of the Modulated DN.
(1) At time t = 0, for each area A of the 11 areas of the DN in Fig. 4,
initialize its adaptive part N = (V , G) and the response vector
r, where V contains all the synaptic weight vectors and G stores
all the neuronal firing ages.
(2) At time t = 1, 2, . . . , for each area A in the DN, do the following
two steps repeatedly forever.
(a) Every area A computes, using area function f ,
(r′ , N ′ ) = f (b, t, N ),
where f is the unified area function described below; b and
t are the area’s bottom-up (from left in Fig. 4) and topdown (from right in Fig. 4) inputs, respectively; and r′ is
its response vector.
(b) For each area A, replace N ← N ′ and r ← r′ .
If X is a sensory area, x ∈ X is always supervised, and then
it does not need any synaptic vector. The z ∈ Z is supervised
only when the teacher chooses to (i.e., passive learning discussed
above). Otherwise, z gives motor output.
Next, we describe the area function f . Each neuron in area A has
a weight vector v = (vb , vt ). Its pre-action potential is the sum of
two normalized inner products:
r (vb , b, vt , t) = v̇ · ṗ,

(6)

where v̇ is the unit vector of the normalized synaptic vector v =
(v̇b , v̇t ), and ṗ is a unit vector of the normalized input vector p =
(ḃ, ṫ). If b has multiple parts, each part needs to be normalized first
appropriately. For example, the three parts of glutamate in b for Z
need to be normalized first. Then, each of the glutamate, serotonin,
and dopamine parts of n b for Z needs to be normalized next.
The inner product above measures the degree of match between
these two directions v̇ and ṗ, because r (vb , b, vt , t) = cos(θ ),
where θ is the angle between two unit vectors v̇ and ṗ. This enables a match between two vectors of different magnitudes (e.g., a
weight vector from an object viewed indoors to match the same
object when it is viewed outdoors). The pre-action value ranges in
[−1, 1].
To simulate lateral inhibitions (winner take all) within each area
A, the top k winners fire. Considering k = 1, the winner neuron j is
identified by
j = arg max r (vbi , b, vti , t).
1≤i≤c
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The area dynamically scales the top-k winners so that the top-k
responses have values in [0, 1]. For k = 1, only the single winner
fires with a response value yj = 1, and all other neurons in A do
not fire. The response value yj approximates the probability for
ṗ to fall into the Voronoi region of its v̇j , where the ‘‘nearness’’
is r (vb , b, vt , t). We will see below that, for symbol-equivalent
vectors, the top-1 match is always perfect: v̇j = ṗ.
The DN learns in the following way. When a neuron j wins and
fires, its firing age is incremented nj ← nj + 1 and then its synapse
vector is updated by a Hebbian-like mechanism:
vj ← w1 (nj )vj + w2 (nj )rj ṗ,

(7)

where w2 (nj ) is the learning rate depending on the firing age
(counts) nj of the neuron j and w1 (nj ) is the retention rate with
w1 (nj ) + w2 (nj ) ≡ 1. The simplest version of w2 (nj ) is w2 (nj ) =
1/nj .
This way, it can be shown that all the observed data are equally
weighted into the synaptic vector. However, the old data are based
on previous estimated synaptic vectors which are not as good as
the later ones. So, newer observations should be more weighted.
Thus, the learning rate is changed to (1 +µ(nj ))/nj , where µ(nj ) >
0, explained in Weng and Luciw (2009), is a positive function that
increases the learning rate and prevents the learning rate from
approaching zero, so that the network is always plastic.
All the connections in a DN are learned incrementally based on
the above Hebbian style of learning—cofiring of the pre-synaptic
activity ṗ and the post-synaptic activity rj of the firing neuron j.
3.6. Glutamate, serotonin, and dopamine integration
We allow multiple muscles (i.e., Z neurons) to fire together
to execute composite actions. For example, the Z motor area
is divided into concept zones, each of which consists of a
multiple number of neurons. Within each zone, only the top1 neuron can fire (e.g., three neurons do nothing, contract, and
stretch, respectively). Then, neurons in different zones can fire
concurrently.
In our simulation we assume that each neuron in the motor area
represents a different action among multiple mutually exclusive
actions. That is, there is one concept zone.
Within such a motivated neural network, the motor area Z is
denoted as a sequence of neurons Z = (z1 , z2 , . . . , zm ), where m
is the number of motor neurons whose axons innervate muscles
or glands. Each zi has three types of synaptic input (riu , rip , ris ),
determined by Eq. (6), where riu , rip , ris are unbiased, pain, and
sweet, respectively; and these indicate the effects of glutamatergic
synapses, serotoninergic synapses, and dopaminergic synapses,
respectively, of each motor neuron i, i = 1, 2, . . . , m, as illustrated
by the three components of each Z neuron in Fig. 4.
Whether the Z neuron i fires depends on not only the value
of riu but also those of rip and ris . rip and ris report how much
negative value and positive value are associated with the ith action,
according to past experience. They form a triplet for the pre-action
value of motor neuron i, glutamate, serotonin, and dopamine.
Modeling the cell’s internal interactions of the three different
types of neurotransmitter, the composite pre-action value of a
motor neuron is determined by
zi = riu γ (1 − α rip + β ris ),

(8)

with positive constants α (e.g., α = 3), β (e.g., β = 1), and γ
(e.g., γ = 1 but will change below). In other words, rip inhibits the
action but ris excites it. α is a relatively larger constant than β since
punishment typically produces a change in behavior much more
significantly and rapidly than other forms of reinforcers (Domjan,
1998). (In actual neuronal circuits, inhibition can be realized by
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going through a BABA-ergic interneuron, not necessarily serotonin
directly.)
Then the jth motor neuron fires, and action j is released, where
j = arg max {zi }.
1≤i≤m

That is, the primitive action released at this time frame is
the one that has the highest value after inhibitory modulation
through serotonin and excitatory modulation through dopamine,
respectively, by its bottom-up synaptic weights. Other Z neurons
do not fire.
The learning of each Z neuron is still the same as Eq. (7). Only the
firing Z neuron learns, while it records the single (or top-k) firing
neuron in each of Yu , Yp , Ys , YRN and YNT .
3.7. How the glutamate subsystem works
Let us first consider how the basic glutamate subsystem works
in the motivated DN, by considering how the DN learns to simulate
any complex FA.
Suppose that an FA uses the set of input symbols Σ and the set
of symbolic states Q . The behavior of the FA is defined by the state
transition function f : Q × Σ → Q .
To incrementally learn the FA, the DN uses the firing pattern of X
to represent every input symbol σ ∈ Σ , denoted as X (σ ). Likewise,
the DN uses the firing pattern of Z to represent every state symbol
σ

q ∈ Q , denoted as X (q). Each state transition q → q′ observed
sequentially from the operation of FA is realized by a learning or
learned DN through two network updates.
In the first DN update, given input X (σ ) and Z (q), the top-1
firing neuron in Y and all other non-firing neurons in Y give the
firing pattern of Y , denoted as Y (σ , q). In other words, Y (σ , q)
identifies the input to the state transition function δ(q, σ ) from all
the possible input conditions. From Eq. (1), we write
X (σ ) → Y (σ , q) ← Z (q).
Graphically, this corresponds to the identification of the arrow
σ

q → in the state transition diagram of FA. Of course, the areas X
and Z also update at the same time, since a DN is like a bidirectional
pipeline machine.
In the second DN update, given input Y (σ , q), the Z area
computes Z (q′ ), represented by the top-1 firing neuron in Z and all
other non-firing neurons in Z , as the firing pattern of Z . Similarly, X
also computes to predict the next input σ ′ . From Eq. (1), we write
X (σ ′ ) ← Y (σ , q) → Z (q′ ).
Graphically, this corresponds to finding the target state q′ of the
σ

σ

arrow q → to complete the state transition q → q′ , represented
by the state transition function as q′ = δ(q, σ ). The area X also
updates at the same time, if X is allowed to predict. In other words,
X can also predict the next input if it is not totally supervised by
the receptors (which may reduce the image noise). Of course Y also
updates, while the DN acts like a bidirectional pipeline machine.
3.8. How serotonin and dopamine subsystems work
The motivated DN has three sensory sources: Xu , Xp , and Xs . The
hub of integration is the motor area Z located in the frontal lobe
of the brain. The areas Xp (e.g., pain receptors in the skin) and Xs
(e.g., sweet receptors in the tongue) are innately biased sensory
areas in the sense that the DP has pre-specified values for those
areas before the birth (i.e., the signs and values for α and β in
Eq. (8)).
Yp and YRN play a similar role, except that Yp uses glutamate
neurotransmitters instead of serotonin used by YRN . Furthermore,
in the biological brain, YRN has much fewer neurons than Yp
because of the diffuse nature of the latter.
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The discussion for the Ys –YVTA pair is similar to that of the
Yp –YRN pair.
For simplicity, in our discussion below we neglect the time
delay between Xp and RN, and between Xs and VTA. This delay
exists in the brain since each neuron takes time to compute its
response, but this assumption simplifies our expressions.
In this subsection, we assume that the pain and sweet senses
in Xp and Xs immediately follow the corresponding action in Z . For
example, a touch on a hot pot leads to immediate firing of pain
receptors in the skin. Possible delay of a reward is discussed in the
next subsection.
At time t − 1, the agent executes an action ‘‘touch’’ in Z , denoted
as Z (Touch, t − 1). Xp (Pain, t − 1) fires as pain, or equivalently
RN(Pain, t − 1) fires. The glutamate subsystem for Xu gives
Xu (Vision, t − 1) → Yu (Vision, Touch, t ) ← Z (Touch, t − 1).
The glutamate subsystem for Xp gives
Xp (Pain, t − 1) → Yp (Pain, Touch, t ) ← Z (Touch, t − 1).

The discussion for the dopamine system is analogous, except
that the dopamine system encourages the firing of the corresponding motor neurons.
It is important to note that the serotonin and dopamine
injection is not based solely on a Z action, but also which Y neurons
are firing, which corresponds to the state-input context similar to
an FA. For example, during wandering it is not that a moving-ahead
action is bad, but it depends on whether this action approaches a
friend or threat (as indicated by visual image Xu like in the second
simulation in our experiment).
In summary, after autonomous trials and errors by the
motivated DN, an action in Z receives serotonin, dopamine, or
none, depending on the physical environment and the actual action
that the agent has been explored in the past. The firing pattern in
the seven-area Y corresponds to the context determined by Y , from
which the Z neuron that receives the least serotonin and the most
dopamine has the best chance to win in the top-1 competition in Z .
3.9. A degenerate case

The serotonin system for RN gives
RN(Pain, t − 1) → YRN (Pain, Touch, t ) ← Z (Touch, t − 1).
The above three expressions enable connections to be established
between every pre-synaptic neuron and post-synaptic neuron pair.
The dopamine system is typically not activated in the presence
of an aversive stimulus in Xp .
Consider the next network update from time t to t + 1. The
glutamate subsystem for Xu gives
Xu (Vision, t + 1) ← Yu (Vision, Touch, t ) → Z (Touch, t + 1).
The glutamate subsystem for Xp gives
Xp (Pain, t + 1) ← Yp (Pain, Touch, t ) → Z (Touch, t + 1).
The serotonin system via RN gives
RN(Pain, t + 1) ← YRN (Pain, Touch, t ) → Z (Touch, t + 1).
The above three expressions also enable connections to be established between every pre-synaptic neuron and post-synaptic
neuron pair. Because of the incremental updates for the synaptic weights from YRN (Pain, Touch, t ) to Z (Touch, t + 1), the
connections from the single firing neuron (assuming k = 1) in
YRN (Pain, Touch, t ) to each of the firing neurons in Z for action
‘‘Touch’’ increases.
Suppose that, a day after the above learning experience, the
same view of the hot pot is sensed at another future time t ′ . The
above discussions give
RN(Pain, t ′ − 1) → YRN (Pain, Touch, t ′ ) ← Z (Touch, t ′ − 1)
and
RN(Pain, t ′ + 1) ← YRN (Pain, Touch, t ′ ) → Z (Touch, t ′ + 1).
The left arrow above predicts the RN response that was present
in the same context. Like the role of Y that predicts its two banks
X and Z , YRN predicts its two banks RN and Z according to past
experience. The left arrow in the last expression serves as the
synthesis of the serotonin in RN. The right arrow above represents
the injection of the predicted serotonin level into all the firing
neurons in Z representing action ‘‘Touch’’.
Since an action many cause similar pain patterns in Xp , it suffices
for the number of serotoninergic neurons in YRN to be significantly
smaller than the number of glutamatergic neurons in Yp . This is
because a lower neuronal resolution in YRN is sufficient due to the
diffuse nature of serotonin and the existence of higher resolution
in Yp for better sensing the Xp pattern. In other words, a lower
resolution value YRN on top of high resolution pattern Yp seems to
be the scheme that the brain uses.

Let us consider an extreme case where Xp has only one neuron.
Then, RN has only one neuron too, as the corresponding serotonin
synthesizer. Yp is not very useful because of the low resolution
in Xp . YRN is useful to detect each Z pattern if Z is allowed to
have multiple neurons firing concurrently. Otherwise, YRN can be
dropped since the single firing Z neuron in Z (Touch, t − 1) can
directly predict serotonin in the single neuron in RN(Pain, t ) and
the single neuron in RN(Pain, t ) can directly predict the single
firing neuron in Z (Touch, t + 1).
In our experiments reported in this paper, we indeed need only
one receptor in Xp and Xs , respectively. Furthermore, each Z neuron
indeed fully represents an exclusive action. However, in general,
the brain must also perceive the patterns of the pain sensors in
Xp and sweet sensors in Xs in order to perceive (e.g., where, how
large, and how severe is the pain caused by an agent action).
Furthermore, multiple motor neurons may fire concurrently to
represent composite actions.
3.10. Delayed rewards
By delayed rewards, we mean that rewards that arrive
significantly after the responsible action has been executed
(Kaelbling, Littman, & Moore, 1996; Sutton & Barto, 1998; Watkins
& Dayan, 1992). In many symbolic models of reenforcement
learning, e.g., Q -learning, explicit time-discount models for the
state-action value Q (q, a) have been used to deal with delayed
rewards. Note that, in the DN formulation, action is part of the state.
Our brain-inspired model DN deals with delayed reward or
punishment differently from those symbolic models. When the
DN is mature, it should think to reason what action is responsible
for each reward or punishment, instead of using a time-discount
model. By thinking, we mean that the firing neuron in Z does not
necessarily drive actual muscle contraction if its firing is weak.
When the DN has weak signals in Z but does not drive an explicit
action, it is thinking (e.g., rehearse). Such thinking skills will enable
the network to examine multiple actions that emerge sequentially
from the Z area and choose one to be executed.
In contrast, the time-discount model of traditional Q -learning
does not allow the system to change its way of value estimation—
only one fixed time-discount model which prefers immediate
small rewards to more remote large rewards.
In the experiments reported below, the experimental networks
have not practiced for a sufficiently amount of periods (e.g., months
or years) to develop mature thinking skills. Thus, we require that
the rewards and punishments are immediate in the experiments
for our young DN to learn effectively.
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3.11. Teaching schedule
The teaching schedule is also important for the development of
the motivated DN. For example, the motivated DN is not supposed
to have a capability to deal with delayed reward early in life. A
teacher should teach simple skills first, which serve as scaffolding
for the autonomous development of more sophisticated skills.
Those actions that receive serotonin early tend to be not
executed later, overtaken by actions that do not receive serotonin.
Those actions that receive dopamine early tend to get repeated
executions under the same context. This potentially leads to a
local extremum. This effect is important for a teacher to consider
when designing the teaching schedule. For example, the same
performance after being reached should not receive the same
amount of rewards later—a teaching technique called shaping
(Domjan, 1998). The amnesic learning in the network learning
using LCA automatically takes into account such changed reward
schedule, so shaping is automatically taken into account by the
motivated DN.
In summary, the reward schedule should change to adapt to
current performance and the next performance goal.
4. Experimental results
In this section, we report our two experimental studies. The first
is a face recognition setting. The second is a wandering setting.
4.1. Face recognition
In the face recognition experiment, the simulated agent has
three input ports: image, pain, and sweet. The teacher rewards the
learning agent so that the output port Z produces the desired value.
The firing Z neuron i corresponds to the class i of the input image.
However, the teacher is not allowed to directly supervised the Z
area. He allows the agent to try on its own, while provides the
pain and sweet signals depending on the current Z output from
the learning agent.
The input images have been pre-processed so that each input
image has shifted, scaled, and rotated so that the locations of the
two eyes are fixed in the input image fed into the X area.
4.1.1. Teaching schedule design
We would like to simulate the development of a baby whose
actions depend on its maturation stage. Thus, the developmental
stage can be broken down into four ages for each sensory input.
The ‘‘age’’ here is only a term for stage, not the true living age.
In age 1, the agent simply observes the image and does nothing.
This makes sense for babies because they may choose to observe
without the power or mental capability to act using their muscles.
They spend a lot of time watching their environment before they
are able to do anything other than being fed with milk. No pain
or sweet signal is provided to the agent in this stage. This stage
may cause problems in the future ages, since the agent needs to
overcome the ‘‘laziness’’ habit in age 1.
During age 2, the baby still does nothing while observing
images, but it starts to feel pain and sweet from the receptors
although the delivery of pain or sweet is more or less random, not
related to what the baby does. This stage is useful for the initial
wiring of the serotonin and dopamine subsystems, although the
initial wiring is not behavior related. Although it is not always the
case that ages 1 and 2 are clear cut, we use these two ages for
the clarity of the experiments. The pain corresponds to a signal in
Xp and the sweet corresponds to a signal in Xs . During this stage,
the initial wiring of RN, VTA, YRN , and RVTA are developed although
the wiring is rough and not targeted at wiring the behaviors to
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Algorithm 1: Teaching algorithm as the environment
Data: Face images
Result: Accuracy of developmental program
initialize the network;
for each input image do
compute and update the network;
Age 1: Z picks the do-nothing action;
Age 2: Give serotonin or dopamine; Z picks do nothing;
Age 3: Z is free to act;
while class returned is wrong do
give serotonin;
ask Z to give another class;
class is now correct; give dopamine;
Age 4:;
for each image do
ask Z for the estimated class;
compare the Z class with the correct class;
record the case accuracy;
return the total accuracy;

be learned. The Z area develops three subsystems: glutamate,
serotonin, and dopamine.
In age 3, a baby starts interacting with its environment. The
baby moves around according to the environment and either gets
rewards, like food, or punishment, like a hit on the head. In our
environment, we give the agent a face picture and ask Z to produce
actions that the human teacher considers as the class this image
belongs to. If the agent guesses it right, we give it a reward in
Xs which leads to dopamine from VTA. If it guesses wrong, we
punish the agent with a punishment in Xp , which leads to serotonin
from RN. In this experiment, one dimension in VTA and RN is
sufficient. Through trial and error, our agent will keep guessing
until it gets the image in Xu right using its action in Z , indicated by
the dopamine from the teacher. A teacher lets the baby keep trying
different actions until it finds the one that gets the reward, just
as our agent keeps trying until it gets the reward. For simplicity,
we did not use Yp and Ys areas since the agent does not need to
distinguish the detailed patterns in Xp and Zs .
At age 4, we test our agent’s accuracy. We give it each test image
and test whether it can guess the class correctly without giving it
feedback regarding whether or not it guessed right.
4.1.2. Experimental analysis
Our teaching environment, outlined in Algorithm 1, is based
on lobe component analysis (LCA) developed by Weng and Luciw
(2009), which develops a set of features that is optimal in
space (best representation with limited neuronal resource in each
area) and in time (shortest expected distance from the current
representation to the theoretical best target representation). Both
the Y area and the Z area have such a dual optimality, since the
teaching on our case is not consistent (e.g., lazy in age 1). The
amnesic average idea in LCA emphasizes the newer data more
than the old data, so the agent can adapt more quickly to newer
experience.
Our bottom-up dataset is a series of face images, each one
with a label of who the face belongs to. The top-down dataset
consists of the last actions that agent executed. The area Xu is
each image that the environment feeds into the agent. The internal
area, Yu , identifies the state-input context (i.e., face-action). The
area Z consists of the neurons that control the motor output. This
area consists of a neuron for each action, or class, that the teacher
recognizes (i.e., neuron i corresponds to action i). The Yu area uses
the images from Xu and the classes from the Z area, respectively,
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to incrementally update the distribution of its LCA clusters in the
X × Z space.
To determine the size of each of the areas was rather
straightforward. For X and Z vectors it was necessarily the size of
the input and output vectors, respectively. The size of the Y area
was less restricted, since it specifies the limited neuronal resource
of the ‘‘brain’’. Predicted by the number of clusters in X × Z , and
after trying several different sizes, we found that 15 × 15 of Yu
neurons gave us good results, as it seems sufficient to quantize the
observed clusters in X × Z . LCA almost never overfitted the data due
to its adaptive observation-driven initialization and adaptation. It
is important to note that the space in X × Z for a motivated DN is
larger than a perfectly supervised DN, because the correspondence
between a vector in X and the response vector in Z is not unique.
If n is the number of input images and m is the number of possible
classes, mn neurons in Y can perfectly memorize all the clusters in
X × Z . Thus, 15 × 15 is a significantly limited resource for Yu .
Once LCA begins in each area, the neurons are initialized to each
observation of the area (Weng & Luciw, 2009). Each of the bottomup and top-down input to the area is normalized to unit length
before initializing a neuron. After all of the neurons are initialized
as the initialization process of LCA, the adaptive training of LCA
begins, and the environment begins cycling through the images
and updating the neurons.
In each area, the pre-action values determine which neurons
should fire and update (Weng & Luciw, 2009). In the Yu area, the
top-3 winner neurons give a 3-member vote for the actual location
of each input p in the space Xu , ×Z , resulting in a hyper-resolution
representation of p in the LCA space of Yu .
In the Z area, the winner neuron is the one that has been tried
but received the most rewards and least punishments in the past,
when the context is given by the three firing Y neurons. When the
single Z fires, it uses the responses of the top-3 firing Y neurons to
update its bottom-up vector.
The Xp area and Xs area each has just one receptor, or
equivalently, the same is true for RN and VTA areas in this
experiment. YRN and YVTA predict the action-and-pain context for
the serotonin and the action-and-sweet context for the dopamine,
respectively, serving as modulation. Therefore, the best-matched
Z neurons are mainly identified by Yu , and YRN and YVTA predict
their individual values based on past history of punishments and
rewards.
During the testing stage, the agent uses an observation Xu from
its environment and the previous response vector in Z to find the
response vector in Yu . The next response vector in Z area is used
to determine which class the agent should produce, taking into
account the modulation in serotonin and dopamine. The accuracy
of the agent is determined by how often the Z output matches the
true class of the input image.
Our experiment differs from an unmotivated DN in the number
of stages in the teaching schedule and the number of subareas in
each area. For an unmotivated DN, there are only typically two
stages, one for training and one for testing while making the DN
frozen and the Y area does not involve serotonin and dopamine.
Therefore, an unmotivated DN is not able to conduct motorautonomous learning since there is no mechanisms for it to tell
which action is desirable or not.
In our agent, the network updates all the neurons through three
age stages, referred to as ages, and each area has three subareas,
as described above. In age 1, the agent looks at each image and
updates its internal state in the Y area. In the Z area, there is a
neuron whose corresponding action is to do nothing. In age 2, the
agent learns the internal representation in terns of pain and sweet.
The portion of the Y area that corresponds to serotonin, or pain,
i.e., Yp and Ys , is updated, plus the corresponding parts in Z . In
age 3, the network tries to guess the class of the image. On its

first guess, it acts similar to the testing stage of the corresponding
unmotivated DN. If that guess is wrong, then the next input to the
agent is pain and serotonin. The Z area then updates its unbiased
Z neuron for this class to become biased (pain). After the agent
learns that it guessed wrong, it is allowed to continue trying until
it guesses right. Once the agent guesses correctly, the agent update
itself for its correct guess and dopamine. The Z area for the correct
class is updated several times for the correct Z action as practice to
strengthen the connections. Age 4 is very similar to an unmotivated
DN, but it uses serotonin and dopamine systems. We give the agent
input images and test whether it gives the correct class or not.
However, no pain or sweet is given in age 4. Once the agent has
responded to all of the images, we output its total accuracy.
4.1.3. Experimental detail
The intensities of input image have been linearly mapped so
that the minimum and maximum values of the image pixels are
0 and 255, respectively. Each input image is presented to the
network consecutively for multiple times for each classification
action as needed. In the data set used here, there are 24 people,
each having a similar number of training images (average 14.71)
and a different set of test images (around 5, average 4.79) for
disjoint tests. There are 353 training images and 115 disjoint test
images.
In age 1, too much time in this stage caused connections to be so
strong that the tendency to be lazy was very difficult to overcome
in later ages. Too little time in age 1 however does not give
enough sensory experience for Yu to develop a good distribution
for sensory images that is needed for age 3.
Age 2 further provides experience for the Yu area and the
development of the serotonin and dopamine pathways.
After ages 1 and 2, Yu neurons have developed a good distribution for bottom-up inputs, although the top-down weights from Z
is still do nothing. These bottom-up weights are shown as images
of the input dimensions in Fig. 5.
Due to the fact that initializations of the Y neuron responses
as well as the sample input images were chosen randomly from
the training set, the training in ages 1 and 2 provided an initial
distribution of synaptic weight vectors for input images, but the
Z distribution is immature (do nothing).
One of the key aspects of our experimentation was the
correct handling of the neurotransmitters. Current neuroscience
research does seem to indicate a strong initial concentration of
neurotransmitters in the brain and a gradual dilution of them when
one or the other is released (Cavallaro, 2008; Denenberg, Kim, &
Palmiter, 2004). Because of this consideration, we decided to send
in a full pain or sweet signal when punishing or rewarding an
early action then let the pain or sweet signal reduce gradually and
consistently when the same context-action is repeated again.
For the pain signal schedule, we chose to reduce the intensity of
the pain signal by a small fraction for each input–output mistake,
as shown in Fig. 6, which provided enough time for all other
classes to fire for the same input face image before this one fired
again. Of course, this scheduling for serotonin is not necessarily
unique or necessary. This is because other non-fired Z actions have
a default initial value 0 for both serotonin and dopamine. This
teaching procedure just gives a consistent gradient of serotonin
which prevented the same few incorrect neurons from taking
turns firing without trying the correct class, getting a reward, and
strengthening the association. Even if the correct class turned out
to be the worst Z match (i.e., the smallest pre-action value from the
Yu firing pattern) at the beginning of age 3, it did end up getting the
necessary disposition to fire because other tried Z neurons have got
a large negative serotonin disposition.
Near the beginning of age 3 there were several misclassifications for each image as there was no predisposition for the correct class to fire; indeed the predisposition was for laziness, which
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Fig. 6. Serotonin levels from the environment for the first 10 Z neurons across each
Z neuron’s first 20 action guesses during the beginning of training. The pain signal in
Xp starts strong and gradually decreases until there is no more serotonin preventing
firing. At this point if the previously suppressed Z neuron becomes the best bottomup match and can overcome any reward associated with another class, it will have
the opportunity to refire, allowing the network to learn new skills.

Fig. 5. From 353 training images, the bottom-up weight vectors (i.e., b in Eq. (6)
each shown as an image) of the 15 × 15 = 225 Yu neurons, each showing as an
image of the original input dimensions. Each weight vector is a cluster of multiple
training images, maybe one. When an input face is received in X the top-3 winner Y
neurons fire and update their weight vectors as working memory for this context,
simulating Hebbian learning using LCA. The loser Y neurons stay unchanged as the
long-term memory for this context.

had been promoted, in ages 1 and 2. The behavior of the Z neurons
for the first 50 or so guesses started off as a strategic try-all pattern. The do-nothing tendency fired, received pain, then the first
class fired, received pain, and continued up until the correct neuron fired and was rewarded with dopamine. As expected, this Z
behavior became more scarce as the training goes on and more Z
neurons adapted and were able to correctly determine which class
they correspond to.
For the sweet signal schedule, we chose to decrease the
intensity of the sweet signal gradually but more quickly, so that this
does not reward the correct class in future guesses. This schedule
is consistent with the shape idea discussed earlier: serotonin
and dopamine experience is mainly useful for shaping the earlier
behavior of the agent. Reduced intensity in pain and sweet signals
from the environment in a steady state allows the agent to learn
more sophisticated future skills.
After several randomly chosen face input images were presented to the Yu neurons, a desirably pattern started to emerge
in which only a select few Yu neurons firing would automatically
cause the correctly associated Z neuron to fire. As this pattern got
reinforced with more training and practice, the do-nothing Z neuron was overpowered by the correct neuron and ceased to fire, as
shown in Fig. 7 in terms of the Yu neurons that connect with each
Z neuron. As a rule of thumb, it appears that the Z neurons that
were neither overrepresented by Yu neurons (i.e., more than 15 Yu
neurons can cause it to fire), nor underrepresented by Yu neurons
(i.e., fewer than 5 Yu neurons can cause it to fire) were the best

Fig. 7. Bottom-up weight vectors of the Z neurons indicating which Y neurons fire
for each Z neuron. The first square represents the weight vector of the Z neuron
for the do-nothing action. Each of the following weight vectors (English reading
order) are those for a specific Z neuron and show which Y neurons were most
likely to cause this Z neuron to fire. White represents a high probability while black
represents a low or zero probability, conditioned on the Z neuron firing. The last
five squares were unused neurons. A total of 30 Z neurons are used for the DN.

guessers. In this case, the active Z neuron weights from Yu were
strong enough to produce a strong pre-action value and the same
Yu neurons tended to fire together in the following presentation of
the same input image which further enhanced the response.
One of the phenomena briefly mentioned above is the tendency
to do nothing if too much time was spent in ages 1 and 2 where
this was the only available action. Too much time strengthened the
Yu neurons and the do-nothing Z neuron caused the Z neuron to
be less plastic when its firing age has considerably increased. This
is like a child who has been lazy for too long. If the network has
become mature, many more corrections and practices are needed
to correct an old habit.
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Fig. 8. Error rate in recognition for disjoint testing at different points of training.

Noticing that the only misclassifications in age 4 when we
tested were the do-nothing action which was strengthened in ages
1 and 2 but never fired in age 3, we included an option to reduce the
pre-action value of a Z neuron by a factor if serotonin was present,
called pain reduction. In other words, γ is a function of rip and
γ (rip ) < 1 whenever rip > 0 in Eq. (8).
Overall, with a rather modest 500 randomly chosen training
images in age 1 and 300 randomly chosen images in age for both
sweet and pain, we got rather conclusive and positive results.
We tested the classification before any age 3 training was done
and it came as no surprise that do nothing was the unanimous
output action. We then retested it after every training cycle with 50
training images and continued to do this until we had trained with
a total of 1000 in age 3. The performance as a function of training
images is shown in Fig. 8.
Both with the pain reduction option on and off, training got off
to a similar start, and we account for the variance to be due to the
random aspect of the training input. In both cases our network
rapidly converged to a less than 10% error rate after only 150
images.
After this, the network with the pain reduction option achieved
a perfect recognition rate for the disjoint tests at 450 training
images and stayed perfect for the duration of training–testing
cycles.
The network without pain reduction option was slightly
more sporadic but still remained under the 5% error mark.
Throughout all of the training cycles, all of the disjoint testing
images were correctly classified at least once and the few
misclassifications were all due to the same five classes, which took
turns misclassifying. With more training and testing, however, we
do eventually end up with perfect classification for the network
without pain reduction option. It simply took much longer training
to overpower the do-nothing action and thus suppress it. Without
the pain reduction option, this perforce convergence simply took
much longer.
4.2. Wandering
In this environmental setting, the punishments and rewards are
related to the cumulative effects of the agent, not just related to the
immediate action.
4.2.1. Experimental design
In our wandering experiments, there are three robots in a
square plan. Two of them are denoted as an attractor (friend) and
a repulsor (adversary or enemy) while a third is the agent self that
is able to think and act, as shown in Fig. 9.

Fig. 9. The setting of the wandering plane, which includes the self, the attractor,
and the repulsor. The size of the square space used was 500 × 500.

If the agent is near the attractor, it is rewarded with sweet; but
if it is near the repulsor it is punished with pain. Hopefully, the
agent will learn to approach the attractor and evade the repulsor.
However, it learns this through its own trial and error; the agent
must take the actions of its own volition rather than having some
imposed on it. It learns which ones lead to which results only
through its own experience.
4.2.2. The network
The agent is a motivated DN shown in Fig. 4. Like in the face
recognition experiment, the agent does not need to detect the
spatial pattern of pain and sweet, which are only scalars here.
Therefore, the network does not have Yp and Ys areas. The X area
has three subareas: Xu , the unbiased area taken from its sensors,
Xp , the pain area, and Xr , the sweet area.
The number of neurons c in the Yu area and the number of them
that may fire, k, can be selected based on the resources available.
The size of the Z area is equal to the number of actions that
can be taken by the simulated robot. In our implementation, there
are nine possible actions; it can move in each of the cardinal or
intercardinal directions or it can maintain its current position.
The size of each of the vectors in the Xu area is determined by
the transformation function through which the simulated robot
senses the world. Our simulated robot can sense the location of the
other two entities using its sensory vector xu ∈ Xu . Given the three
entities, S (self), A (attractor), and R (repulsor), the sensory vector
xu is defined as follows:

θA = arctan(Sx − Ax , Sy − Ay )

dA = (Sx − Ax )2 + (Sy − Ay )2
θR = arctan(Sx − Rx , Sy − Ry )

dR = (Sx − Rx )2 + (Sy − Ry )2

xu = cos θA , sin θA , cos θR , sin θR ,

(9)
(10)
(11)
(12)
dA

,

dR

dA + dR dA + dR



.

(13)

These component designs for xu avoid the problem with the angle
representation using θA and θR , which is discontinuous at 2π .
Such a discontinuity will reduce the effectiveness for the DN to
interpolate using its limited neuronal resource.
The pain sensor input has just two values representing
loneliness and fear. The vector xp = (xp0 , xp1 ) ∈ Xp is defined as
follows:



1
0

if dA > dLonely
otherwise



1
0

if dR < dFear
otherwise.

xp0 =
xp1 =
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The Xs area has only one scalar sweet receptor. It is set to 1 if
dA < dDesire . Otherwise, it is set to 0.
4.2.3. Experimental detail
We created a simulation setting to demonstrate how such a
motivated agent would respond in the presence of a friendly entity
and an adversarial entity. The friend and adversary move in semirandom directions within this plane, while having a tendency
to continue. This results in an ant-like wandering action. Our
motivated agent, which we call the self, is controlled by its
motivated DN. The DN releases dopamine and serotonin for the
friend and adversary based on specified circumstances within its
world. Throughout our simulation the self will learn through its
three types of sensory area: unbiased Xu , pain Xp , and sweet Xs ,
deciding which one to avoid and which one to embrace based on
the release of dopamine and/or serotonin.
We use the term view to refer to a firing pattern of receptors.
Our world view that we feed into the self’s network has an
objective view Xu as mentioned above. This unbiased view contains
the actual state of the world from the perspective of our self entity.
The pain view Xp and the sweet view Xs are used to represent
the level of danger or pleasure that our self entity is currently
engaged in. These views are affected by the values for dDesire , dFear
and dLoneliness as used above and are the environmental parameters
for our simulation.
For our experiments we control several parameters for the
environment to display the experiential learning that takes place
in our self entity. We set the starting coordinates of our self entity
to the origin. The adversary is placed at (0, 100) and the friend is
placed at (100, 0). We control the size of the plane, setting it at 500
by 500. In our simulations we set the desire threshold value to be
equal to the fear threshold value:

Fig. 10. The distances between the self and friend in each of the five environmental
settings.

dFear = dDesire .
Thus, we have two free parameters (dLonely , dFear ) to specify an
environmental setting. These thresholds designate how the self
entity will feel pain and pleasure within the world. The world
simulation lasts 1000 time steps.
At each time step, the horizontal and vertical coordinates are
collected for each entity within the world. Using this data, we
calculate the Euclidean distance between the entities. By observing
the proximity of our self entity to these other entities, we can
measure the progress of the self entity’s learning. Part of our
simulation uses a GUI to display the movements of our entities
around the field in the form of an animation. This allows us to
visualize our data more effectively as we analyze the actions of the
entities.
The agent starts with a behavior pattern determined by its
initial neural network configuration. The area Yu has 20 × 20
neurons. Since Xp has only two receptors and Xs has only one
receptor, Ys , Yp , YRN , and YVTA were not used, for reasons discussed
in Section 3.9. The weights and responses in the DN are initialized
with small random values. This gives the initial appearance of a
random behavior pattern. Eventually, the agent performs an action
that causes it to be rewarded or punished, causing it to either favor
or avoid that action when placed in similar situations in the future.
4.2.4. Analysis
The following are different instances of the problem by
changing the values of the fear, desire, and loneliness thresholds.
The results are summarized in Figs. 10–12.
(a) No brainer (control). In this instance, our self entity receives
no pain or pleasure stimulus. Without any feedback, the entity
tends to repeat the same action as incrementally very little change
happens to the state relative to its point of view. As such, it tends

Fig. 11. The distances between the self and the enemy in each of the five
environmental settings.

to wander off into a wall. In this example, the entity touched and
wandered past the adversary.
(b) Love or war (50, 50). The loneliness threshold is set to 50 and
the fear threshold to 50. The starting state of the self entity feels
pain from loneliness; however, the self entity has no indication that
the adversary can also cause pain. It also does not know that the
friend causes pleasure or that the friend will make the loneliness
pain go away. When the entities began to move around the world,
things change. At around time step 50, our self entity encountered
the radius of the adversary and the friend. After this point, notice
that the self entity gets closer to the friend and farther from the
adversary. Throughout its lifetime, the self entity attempts to keep
the adversary distance above 50 and the friend distance below 50.
(c) Little danger (25, 125). The loneliness threshold and the
fear threshold are set to 25 and 125, respectively. This scenario
initializes our self entity in no danger. Because the self entity is
within the loneliness threshold and outside of the fear threshold,
our self entity starts out in a neutral state, not feeling pain
nor pleasure. But when our self entity moves toward the friend
randomly, it realizes that it can receive pleasure, as seen between
time steps 100 and 300. During this time range, the self entity
stays within the desire range. However, the self entity moves away
from the friend until it reaches the loneliness threshold, where it
returns to the friend because of the pain it feels. Near the end of
the self entity’s life, the friend and adversary approach each other,
but the self entity tries to stay close to the friend, while avoiding
the adversary.
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Fig. 12. The average distances between self and friend and between self and enemy
for each of the five environmental settings.

(d) Much danger (125, 25). The loneliness threshold and the fear
threshold are set to 125 and 25, respectively. The self entity is
initialized into a state of peril, where the loneliness threshold is
breached and the fear threshold is upon the self entity. Originally,
our self entity does not know that it must be near the friend to
relieve some of its pain. As a result, it simply runs away from
the adversary. Fortunately, the self entity runs into the loneliness
radius of the friend. Once here, the entity stays next to the friend,
until it is approached by the adversary. Because it wants to stay
out of the fear threshold, the entity moves away from the friend.
During this entire scenario, the entity is feeling pleasure because
it remains within the friend threshold. However, we see that the
pain forces dictate its movements.
(e) Looking over the fence (125, 125). The loneliness threshold and
the fear threshold are set to the same value, 125. In this interesting
case, the self entity is within the loneliness threshold and also
within the fear and desire thresholds. Not knowing where the pain
or pleasure is coming from, the self entity hangs around both the
friend and the adversary. However, when the self entity leaves the
loneliness threshold and fear threshold, the self entity realizes that
the adversary is causing pain and going away from the friend is
causing more pain. From this point on the self entity successfully
avoids the adversary and keeps close to the friend. Notice how the
friend stays under 125 units away and adversary over 125 units
away. In this specific instance, the friend and adversary stay very
close to the threshold lines. This can be viewed as a child viewing
a tiger in a cage; hence it is like ‘‘Looking over the fence’’.
As shown in Fig. 12, the control sample tends to be a large
distance away from the other entities, roughly half the length of the
field. This is because the entity receives no reward or punishment
feedback and so never learns to move towards or away from the
other entities. In the other situations, the distance to the friend
entity tends to be much smaller than that to the adversary. In all of
these cases, the average distance to the adversary is greater than
the fear threshold and the average distance to the friend is smaller
than the loneliness threshold. Additionally, for the ‘‘Love or War’’
and ‘‘Looking over the Fence’’ sets, the average distance is below
the desire threshold. This suggests that the reinforcement learning
was useful for teaching the simulated robot to stay close to its
friend and away from its adversary.
5. Conclusions and discussion
There have been many models that use punishments and
rewards. However, many of them use symbolic representations,
e.g., modules each of which corresponds to an extra-body concept

(e.g., edges). Fully emergent motivated models introduced here
(i.e., all representations for extra-body concepts are emergent) are
few. The new modulatory system has the following architecture
novelties. (a) Both the sensorimotor system and the motivational
system develop in parallel, not totally hardwired in terms of the
value bias. (b) The collateral triplets in the motor area mediate
the dynamic excitation and inhibition of every motor primitive, so
that each motor primitive can be shared by longer-term appetitive
behaviors and aversive behaviors. (c) The temporal precision of
motivated behaviors is at the sensory frame resolution, so that
each long-term behavior can be recalled or terminated at the frame
precision when the environment calls for.
We tested the motivated network for two tasks: (a) classification of well-framed face images, and (b) wandering in the presence
of friend and foe.
In the face classification setting, by mimicking only two of the
neuromodulatory transmitters in the brain we were able to train
our emergent network to correctly identify faces with a very high
level of confidence and without ever imposing the correct action on
the motor neurons. This is not a pure trying-all learning, because
the eligible trace is imbedded in the emergent state-based value
system. In particular, state-based transfer discussed in Zhang and
Weng (2007) is applicable to this motivated system.
In the wandering setting, our simulated robots were able to
figure out for themselves how to react in a given situation rather
than having to be explicitly taught where to move. The control set
verifies that it is indeed the pain and pleasure actions that cause
the seen behaviors.
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